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Pártay for proofreading my thesis and Dr Péter Várnai for many helpful suggestions on

the RNA chapter. Special thanks go to Dr Semen Trygubenko and Dr Tetyana Bogdan

for all their support, optimism, and good company. I also thank the Gates Cambridge

Trust for funding, and gratefully acknowledge Dr Béla Viskolcz and Professor Imre G.
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Abstract

The work presented in this thesis investigates the relationship between anisotropy and self-

assembly of complex morphologies. We present new coarse-grained potentials supporting

self-assembly of anisotropic building blocks into a wide range of mesoscopic structures.

To characterize model systems, we study the underlying energy landscapes.

Investigating the available parameter space for the model potentials in a systematic

way reveals how the anisotropic shape and interactions define both the self-assembling

character of the landscape and the morphology of low-energy structures. We employ

single-site anisotropic, and multisite isotropic potentials separately and in combination

for constructing the model mesoscopic building blocks.

For clusters composed of uniaxial disklike ellipsoids, we find a wide region of parameter

space supporting spontaneous assembly into single- and multi-stranded helices. The emer-

gence of such chiral structures can be explained by the symmetry breaking of perfectly

stacked dimer configurations.

Among the low-energy structures identified for our coarse-grained model systems are

helical stacks, icosahedral and non-icosahedral closed shells, double-shell assemblies, chiral

and achiral open tubes, and more complex structures, such as tightly packed spirals similar

to tobacco mosaic virus, and head-tail assemblies. We present the simplest, physically

realistic model to date for viral capsid assembly.

We also study interconversion between competing structures, using atomistic models

for an RNA hairpin, and a coarse-grained model for the dissociation of a virus capsid.

The thesis concludes with a model for calculating binding free energies in ligand-

receptor systems, based on global optimisation. Such complexes are another example of

the importance of molecular shape and anisotropy for determining favourable morpholo-

gies.
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Chapter 1

Structure-seeking systems

In this chapter we introduce basic concepts related to self-assembly in gen-

eral. We discuss the importance of computer modelling of such systems, and

present strategies to reduce the computational complexity. Characterising the

energy landscapes for model systems provides a useful tool to identify factors

influencing assembly properties.

1.1 Defining self-assembly

The term ‘self-assembly’ has become an increasingly fashionable expression during the

last two decades,1 in line with recent advances in molecular structure determination and

nanotechnology.2–7 Although often used as a synonym for ‘formation’, the widely accepted

definition for self-assembly is the spontaneous formation of well-defined structures from

‘disordered’ components.1,8, 9 Even this definition is too broad, spanning virtually every

length scale, from atomic to astronomic. Atoms react and form molecules, molecules

crystallize or aggregate forming large clusters, surfactants can form micrometre-long mi-

celles; even planets, stars and galaxies are self-assembled structures. Whitesides et al.1

defined two main types of self-assembly, according to whether an energy flux is needed to

maintain the assembled structure.

In static self-assembly, activation might be needed for the formation of an ordered

structure, but once formed, it is stable over a wide range of temperatures. Atomic, ionic

and molecular crystals, lipid bilayers, virus capsids and folded globular proteins or nucleic

acids are examples of statically self-assembled systems. Biological organisms, cells and

larger scale structures, such as solar systems and galaxies, belong to the class of dynamic

self-assembly. In order to maintain their structure, energy dissipation is required.

The assembly of well-defined structures from individual components is the result of

1
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interactions between the building blocks. In molecular systems, the interactions driving

assembly are generally a combination of non-covalent (long-range electrostatic and short

range dispersion) forces. Weaker interactions can be used for the self-assembly of build-

ing blocks in the meso- or microscopic scales, including electromagnetic forces, entropic

interactions and even gravity.

Nowadays it is a relatively straightforward task to synthesize molecules with a de-

sired chemical composition. Assembling objects on the macroscopic scale is also well-

established. However, creating well-defined three dimensional structures between the

atomic and microscopic length scales requires machinery of a similar size, which is hard

to construct. Techniques have been developed in order to be able to manipulate objects

at the mesoscopic scale, such as optical tweezers10 and atomic traps,11 but exploiting

self-assembly of the mesoscopic building blocks is a more convenient method to create the

desired structures. For this reason, understanding the weak interactions driving meso-

scopic self-assembly is very important, as well as elucidating the relationship between the

shape of the building blocks to the overall shape of the assembly.

It is possible to use the environment as a tool to direct self-assembly into structures

of a desired size. For example, virus capsids can be used to limit the size of crystals

growing inside them,12,13 and nearly perfect colloidal crystals can be prepared by allowing

the particles to deposit on a patterned substrate.14 Such templated approaches are also

used in a hierarchical fashion, where a self-assembled structure on a template becomes a

template for the assembly of other building blocks.15

Two main approaches exist for the fabrication of biomaterials on the mesoscopic scale.

The top-down strategy involves dismantling a complex structure into its components,

which are then subsequently modified. As a direct contrast, the bottom-up approach

relies on the self-assembly of building blocks.

Biological systems have evolved over millions of years to produce building blocks that

assemble into functional structures. Proteins form a versatile class of biopolymers. The

sequence of a protein usually defines its three-dimensional structure,16 which in turn

is necessary for the correct functionality. On the other hand, proteins having different

amino acid sequences can fold into very similar shapes, and subsequently self-assemble

into oligomers and other hierarchical structures, such as fibres, closed shells or tubes.17,18

Learning from the structure and interactions between biological building blocks can guide

our design of new mesoscale materials.19

Since self-assembly is a spontaneous process, the associated free energy change must be

negative. According to the nature of the driving force behind the assembly, enthalpy- and

entropy-driven processes exist. Most assemblies are more ‘ordered’ than the ‘disordered’
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phase they originate from, therefore entropy-driven self-assembly may seem counterin-

tuitive at first glance. However, in the case of highly anisotropic rodlike molecules, the

movement of the particles in the ‘disordered’ state can be more hindered than in an or-

dered, lamellar phase,20–22 and a more limited volume of phase space is accessible in the

‘disordered’ state. Similarly, the crystallization of hard spheres is also entropy driven.23,24

In both cases, the particles move more freely25 in the ‘ordered’ phase than in the conven-

tionally ‘disordered’ phase. The strategy of self-assembly can be applied at all scales,1

provided that the interactions between building blocks are sufficiently well understood.

In this thesis we focus on investigating molecular and supramolecular (mesoscopic) self-

assembling processes.

1.2 Anisotropy of building blocks

Anisotropy is a common feature among superstructures found in nature.26 Macroscopic

anisotropic structures are usually assembled from building blocks that are also anisotropic

in shape. Fibre or stringlike structures form a very important subclass of anisotropic

supramolecular materials, also known as ‘supramolecular polymers’.26 Much effort is being

made in this field to synthesize fibre-like nanostructures with well-defined geometrical

characteristics.

Recent advances in particle synthesis enabled the investigation of a wide range of novel

building blocks that are non-spherical in nature.27 Exotic building block morphologies in-

clude polyhedral shapes,28–30 stars,31 half shells32 and Janus particles33 (spherical particles

composed of two fused hemispheres of different composition). The most promising prop-

erty of nanoscale building blocks is that, in contrast to covalent interactions in molecules,

the interaction range and strength can be tuned by changing experimental conditions

(type of solvent, ionic strength, surface charges on the particles). This strategy opens the

way for the systematic design of anisotropic building blocks capable of self-assembly into

particular structures.

1.2.1 Anisotropy in nature

The fact that most building blocks in biological systems are anisotropic in shape originates

at a molecular level. Proteins are assembled from amino acids of a specific chirality (L),

and the backbone of nucleic acids contains chiral sugar units.34 For nucleic acids, the

existence of a phosphate backbone is the underlying reason for the overall fibrelike shape,

while the specific chirality of RNA or DNA helices is a direct consequence of the chirality

of ribose or deoxyribose.
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Secondary structure motifs of proteins are also anisotropic. Considering the protein

backbone as a string, there are a few ways to pack portions of the string so that its volume

is minimal. The shape of α-helices can be approximated by tightly packed tubes with a

local constraint.35

Proteins often aggregate in some ordered way. For example, collagen molecules self-

assemble into long fibrils, which provide structural support for cellular environments.36

The aggregation properties of globular proteins are usually different from fibre-forming

proteins. Globular proteins, such as enzymes, may lose their functionality if aggregated,

therefore these proteins have evolved to avoid forming assemblies. Since fibrils are not

soluble, the aggregation of soluble proteins into fibrillar structures can disrupt the normal

functioning of the cell, and this disruption is probably the underlying cause for a variety

of neurodegenerative diseases.37

Some globular proteins exist in monomeric forms, while others spontaneously form

oligomers (dimers, trimers, pentamers, hexamers) in the cell. The anisotropy of the

monomer shapes and surface properties determines the oligomeric state. For example,

some virus capsid proteins form independent pentamers and hexamers,38,39 which in turn

act as building blocks for the icosahedral capsid, while other virus capsids are assembled

from trimers in the first instance.40

1.2.2 Liquid crystals

An important class of self-assembling anisotropic materials is formed by liquid crys-

tals. The building blocks of liquid crystal materials are often rod- or disk-shaped polar

molecules. Their general property is that they are able to form highly ordered phases and

can easily be turned into a liquid-like phase by changing parameters such as temperature

or electric field strength. In the ordered phases the orientation of the molecules is par-

allel to a specific axis (or tilted by an arbitrary angle) called the director. Between the

crystalline and liquid phases there are several liquid crystalline phases, among which the

most abundant are smectic A, smectic C and nematic (Figure 1.1). The smectic A phase

is often considered as a two-dimensional liquid, since it exhibits a layer-like structure in

one dimension, and long range orientational order, parallel to the director. In the smectic

C phase the molecules are tilted by a certain angle with respect to the formed layers, and

the system is biaxial in character. In the nematic phase the molecules are oriented on

average along a certain direction. In addition, disklike liquid crystals exhibit columnar

phases as well. Chiral nematic phases also exist.

Rodlike liquid crystals have been known for more than 100 years, Friedrich Reinitzer

documented the existence of a liquid crystalline state for cholesteryl benzoate in 1888.41



1.3 Computational modelling 5

a b c

d e

Figure 1.1: Schematic two-dimensional representation of liquid crystal phases: a, crys-
talline; b, smectic C; c, smectic A; d, nematic; e, isotropic (liquid).

In contrast, discotic liquid crystals were only discovered in the 1970s. Discotic molecules

often tend to form columnar phases, but nematic phases also exist. Examples of commer-

cially important liquid crystal molecules are cyanobiphenyls (rodlike) and triphenylenes

(discotic).

1.3 Computational modelling

Computational modelling of self-assembling systems can provide a better understanding

of the various processes involved. In particular, insight into the structure, dynamics and

thermodynamics of such systems can be obtained by analysing the underlying energy

landscape.42 In this framework, the potential energy of a system is the function of all

relevant atomic or molecular coordinates. A potential energy surface (PES) is a ξ + 1-

dimensional object, where ξ is the number of coordinates.

1.3.1 Coarse-graining

It is currently not possible to efficiently model systems containing thousands of atoms

or more using first-principle methods, i.e. solving the Schrödinger equation. In order to

introduction/figures/phases.eps
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Figure 1.2: Coarse-graining of axially symmetric molecules by ellipsoids: discotic (left)
and rodlike (right).

elucidate fundamental laws governing the assembly and dynamics of mesoscopic systems,

the number of variables has to be significantly reduced.

The concept of coarse-graining involves the assumption that when we try to reduce the

number of degrees of freedom for a model system, the structure of the atoms (or molecules)

lumped together does not change on the time scale of the simulation, or fluctuates about

an average value. For example, segments of long polymer chains can be represented as

non-overlapping ‘blobs’,43,44 and globular proteins are often approximated by soft spheres.

When considering coarse-graining, the potential energy function with respect to the new

set of coordinates is an effective quantity, arising from a sum of all short-range and

long-range interactions of the atoms in the system. Other effects might also need to be

taken into account, such as short-range attractive ‘depletion’ interactions arising in binary

polymer mixtures, when the solvent molecules no longer fit between two polymers getting

sufficiently close to each other.45,46

In a general sense, we define coarse-graining as neglecting details of the system that are

not relevant to the question we are asking. In this view, even atomistic approaches such

as molecular mechanics force fields are coarse-grained, since the existence of electronic

excited states is not taken into account, and complex electronic interactions are reduced

to an additive sum of simple electrostatic, dispersion, and harmonic potentials. A coarse-

grained model of a system is then deemed adequate if it is able to reproduce physical

observables. The shape of molecules forming liquid crystals has been approximated by

hard or soft uniaxial ellipsoids47,48 (Figure 1.2), as well as disks49 or rods.50,51 Liquid

crystalline phases and phase transitions have been studied successfully with such coarse-

grained models.

The coarse-graining strategy is not just a tool that has to be used because compu-

introduction/figures/shapes.eps
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tations at higher levels of theory are impossible for large systems. In order to elucidate

universal physical laws governing certain processes, such as self-assembly of virus capsids

(Chapters 4 and 5), an obvious choice is to design model systems that mimic the shape

of the building blocks, and investigate the effect of shape on the overall assembly.

1.3.2 Simulation methods

For the computational study of thermodynamics and dynamics in model systems, several

well-established techniques exist.52 Molecular dynamics53 (MD) involves solving Newton’s

equations of motion for a system using small time steps, and letting the system evolve

according to the velocities of each atom or particle. These velocities in turn depend on

the first derivatives of the potential and the temperature of the simulation.

In constant temperature Monte Carlo (MC) methods,54 a random walk is performed on

the landscape. The coordinates of an instantaneous configuration are perturbed randomly,

and the new geometry in the chain is accepted or rejected according to a probability

proportional to a Boltzmann factor, based on the energy of the new configuration and the

simulation temperature.52

However, only a limited part of configuration space can be explored using MD and

MC, and the accessible time scales depend strongly on the system and the amount of

coarse-graining applied. In order to achieve equilibrium conditions, and to be able to

estimate thermodynamic properties accurately, the sampling of configuration space needs

to be enhanced. Different variants of MD and MC methods exist, which are designed to

give better sampling, for example replica exchange, parallel tempering52,55, 56 and umbrella

sampling.57

1.3.3 Energy landscapes of self-assembling systems

In this thesis we focus on mapping out local minima and transition states on the PES,

and on applying methods that are used to calculate thermodynamic or kinetic quantities

based on these stationary points.

Using the energy landscapes formalism, a structure-seeker system must have an overall

funnel shape,58–60 with small downhill barriers leading to a well-defined region of configu-

ration space that is lowest in free energy, both for enthalpy- and entropy-driven processes.

If the self-assembly is enthalpy driven, then the global minimum on the potential energy

surface is of interest. Finding the global potential energy or free energy minimum of a

system is a difficult task. The success of global optimisation techniques depends on the

method used, and also on the character of the energy landscape.
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When using coarse-grained approaches, it is often impossible to make a clear distinc-

tion between potential energy and free energy landscapes. The potential energy terms in

biomolecular force fields often account for free energy changes due to solvation/desolvation

of parts of a molecule, if the solvent is treated with a continuum model (Section 2.3.1).

Any such potential energy landscapes explored will therefore contain the entropy changes

related to the reorganization of the solvent implicitly.

1.4 Thesis overview

A central theme of the present work is the following question: How does the anisotropy of

interactions and the shape of the building block influence the landscape of self-assembling

systems? Our aim is therefore to investigate features characteristic of systems termed

‘self-assembling’, using anisotropic and atomistic model potentials.

Chapter 2 describes the methods used throughout this work, Chapters 3 to 7 contain

the results, and Chapter 8 summarizes the findings presented in this thesis. In Chapter 3

we discuss the role of building block and interaction anisotropies in the assembly charac-

teristics of axially symmetric molecules, using two coarse-grained potentials. Chapter 4

investigates features of interparticle interactions that enhance self-assembling properties

of model pyramids into icosahedral shells. Combining the models presented in Chapter

3 and 4, we present in Chapter 5 the simplest model to date supporting spontaneous

formation of a wide range of curved surfaces, including shells, tubes, spirals and complex

binary assemblies.

Chapter 6 analyses the changes in the underlying energy landscape for different atom-

istic potentials, while Chapter 7 presents a method based on our energy landscape ap-

proach to study the thermodynamics of ligand-receptor association.



Chapter 2

Methods

This chapter provides an overview of the tools and methods used for the

energy landscape analysis of self-assembling systems presented in the thesis.

Two coarse-grained anisotropic potentials are introduced, between which the

potential based on the closest approach of ellipsoids proves to be a promising

model for mesoscopic simulations. Basic properties of an atomistic force field,

AMBER, are also discussed.

2.1 The potential energy surface

In a system containing N atoms, the potential energy U is a function of ξ = 3N Carte-

sian coordinates. The potential energy surface (PES) of the system is defined as a 3N -

dimensional object in a 3N + 1 dimensional space, the extra dimension being the value of

U . When the system is composed of rigid bodies, each of them having three translational

and three orientational degrees of freedom, U becomes a function of ξ = 6N coordinates.

The regions of our interest are points on the PES in which the first derivatives (gradi-

ents) of the energy function vanish: ∂U(X)/∂Xα = 0, where X is a ξ-dimensional vector

containing the coordinates of each particle. These are called stationary points, and can

be classified into two types, depending on whether any direction exists among which an

infinitesimal change in coordinates lowers the energy or not. The Hessian, a matrix of

second derivatives of the potential energy function, contains elements of the form

Hαβ(X) =
∂2U(X)

∂Xα∂Xβ

. (2.1)

Diagonalising this matrix (Section 2.4.2) gives ξ eigenvalues and eigenvectors. The index

of the Hessian is defined as the number of negative eigenvalues. If all eigenvalues are

9
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positive (zero Hessian index), the stationary point is a local minimum. Transition states61

are stationary points with Hessian index 1, and have therefore a single eigenvector along

which an infinitesimal displacement lowers the energy.

2.2 Coarse-grained anisotropic potentials

2.2.1 The Gay-Berne potential

The Gay-Berne potential47 was first introduced to model the site-site potential for a

linear array of atoms. This potential is based on the Gaussian overlap potential (GOP) of

Berne and Pechukas.62 Each building block is an ellipsoid of revolution (an ellipsoid with

two axes equal in length), with the third axis (also called principal axis) either longer

(prolate spheroid) or shorter (oblate spheroid) than the two identical axes. The form of

the potential is analogous to the 12-6 type Lennard-Jones potential, but the strength and

range parameters depend on the relative orientation of the interacting particles:

U(û1, û2, r̂) = 2.4ǫ(û1, û2)

{

[

1

r − σ(û1, û2, r̂) + 1

]12

−
[

1

r − σ(û1, û2, r̂) + 1

]6
}

. (2.2)

Unit vectors û1 and û2 specify the orientations of the principal axes of ellipsoids 1 and

2, r is the intercentre vector, r̂ is the intercentre unit vector. The strength parameter

ǫ(û1, û2, r̂) determines the well depth of the potential, and the well width depends on the

range parameter σ(û1, û2, r̂). The intercentre distance r and the range parameter are in

reduced units, with respect to σ⊥, where σ‖/σ⊥ is the axial ratio of the ellipsoid.

The range parameter is defined by the following equation:

σ(û1, û2, r̂) = σ0

(

1− 1

2
χ

{

(r̂ · û1 + r̂ · û2)2

1 + χ(û1 · û2)
+

(r̂ · û1 − r̂ · û2)2

1− χ(û1 · û2)

})−1/2

, (2.3)

where χ = (σ2
‖ − σ2

⊥)/(σ2
‖ + σ2

⊥) is an anisotropy parameter depending on the axial ratio.

The strength parameter has the form

ǫ(û1, û2, r̂) = ǫν(û1, û2)(ǫ′)µ(û1, û2, r̂). (2.4)

In the above equation ν and µ are empirical constants, and the parameters ǫ and ǫ′ have

the following form:

ǫ(û1, û2) = ǫ0

[

1− χ2 (û1 · û2)2]−1/2
, (2.5)
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ǫ′(û1, û2, r̂) = 1− 1

2
χ′

{

(r̂ · û1 + r̂ · û2)2

1 + χ′(û1 · û2)
+

(̂r · û1 − r̂ · û2)2

1− χ′(û1 · û2)

}

. (2.6)

The expression for the parameter χ′ is

χ′ =
(

ǫ1/µ
s − ǫ1/µ

e

)

/
(

ǫ1/µ
s + ǫ1/µ

e

)

, (2.7)

where ǫe and ǫs are the well depths for end-to-end and side-by-side orientations, respec-

tively. The resulting potential is a function of the intercentre distance in units of σ0 (and

also a function of the relative orientation of the ellipsoids), the energy is in units of ǫ0.

The original parameters of the potential were chosen to fit the interaction curves of

two molecules with four Lennard-Jones atoms arranged in a linear fashion for side-by-side

and end-to-end orientations. The fitted parameters are: axial ratio of 3, ν = 1, µ = 2 and

ǫe/ǫs = 0.2. Note that for convenience, we have used a factor of 2.4 in Equation 2.2 in

place of the widely used 4, so that the minimal energy for two ellipsoids in a side-by-side

orientation, parameterised in the original way, is −1.0 ǫ0, instead of −1.666 ǫ0. This will

be useful when comparing the energies of GB clusters with those interacting with another

anisotropic potential, while keeping ǫ0 = 1 for both potentials (see Sections 2.2.3 and 3.2).

Figure 2.1 shows the interaction energy profile for ellipsoidal particles using the default

parameters of the Gay-Berne potential. We note that the end-to-end configuration has

an internal well, which is clearly unrealistic, and corresponds to overlapping geometries.

The internal well results from the form of the potential (Equation 2.2) for cases when

σ > 2. In conventional molecular dynamics simulations this interior well does not cause

any problems, since the two wells are separated by an infinite barrier, and the step-taking

moves are small and proportional to the computed gradient. The only initial condition is

to start the simulation without having any overlapping ellipsoids. For global optimisation

strategies employing large Monte Carlo steps, however, a move can easily result in an

overlapping geometry. For clusters of spherical particles, the overlapping move can be

easily forbidden, by not allowing particles to get closer than the sum of their radii. In the

case of ellipsoidal particles, determining the condition necessary to avoid overlap is more

difficult. Diagnosing the overlap of two ellipsoids will be discussed in Section 2.2.2.

The orientation-dependent range parameter σ(û1, û2, r̂) was intended to have a geo-

metrical meaning:47 r = σ(û1, û2, r̂) is, to a certain accuracy, the separation at which the

two ellipsoids are in contact, but this interpretation is true only for some orientations and

some axial ratios. This particular definition of σ (see Equation 2.3) also results in side-

by-side and end-to-end orientations being preferred over side-to-end and non-symmetrical
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Figure 2.1: Energy of two interacting Gay-Berne ellipsoids in two relative orientations
(red line: side-by-side, blue line: end-to-end configuration) as a function of the intercentre
distance. The axial ratio is 3, the well depth ratio is ǫe/ǫs = 0.2.

orientations, thus acting as an ‘artificial ordering force’63 towards perfectly aligned con-

figurations. This behaviour of the potential makes it useful for studying crystalline and

liquid crystal phases. Another limitation of the Gay-Berne potential is that in this form

it can be applied only for identical uniaxial particles. There exist several modifications of

the potential that make it applicable for particles with biaxial symmetry64,65 or for the

modelling of an uniaxial elliptic particle interacting with many small spheres.66

2.2.2 The elliptic contact function

The concept of the elliptic contact function67,68 emphasizes the geometrical aspect of

aspherical molecules. This function evaluates the distance of closest approach between

two ellipsoids with a given relative orientation. The ellipsoids are labelled A and B, and

the lengths of their semiaxes (all positive) are a1, a2, a3 and b1, b2, b3, respectively. The

orientation of each ellipsoid is expressed by a set of three orthonormal unit vectors, û1,

û2, û3 and v̂1, v̂2, v̂3. The vectors representing their centres are ra and rb, the intercentre

vector is defined as

r = rb − ra. (2.8)

methods/figures/gayberne_ellipsoid.eps


2.2 Coarse-grained anisotropic potentials 13

The quadratic forms of ellipsoids A and B are:

A(x) = (x− ra)A(x− ra) (2.9)

and

B(x) = (x− rb)B(x− rb), (2.10)

where A and B are matrices expressed as

A =

3
∑

i=1

a−2
i ûi ⊗ ûi, B =

3
∑

i=1

b−2
i v̂i ⊗ v̂i. (2.11)

The sign ⊗ denotes a dyadic product (ûi ⊗ ûi = ûiû
T
i ).

The next step is to define the function S(x, λ), which is a combination of the quadratic

forms A(x) and B(x):

S(x, λ) = λA(x) + (1− λ)B(x), (2.12)

where λ is a parameter from the interval [0, 1]. The elliptic contact function (ECF) is

defined as a solution of the following optimisation problem:

F (A,B) = max
λ

min
x

S(x, λ). (2.13)

The minimum of x(λ) for each value of λ is

x(λ) = [λA + (1− λ)B]−1[λAra + (1− λ)Brb]. (2.14)

This formulation reduces the optimisation problem to finding the maximum of the function

S(x(λ), λ):

F (A,B) = max
λ

S(x(λ), λ) = max
λ

S(λ). (2.15)

The function S(x(λ), λ) has a unique maximum in the interval [0, 1].67

The value of the ECF needs to be computed for every step in which the geometry

changes. The internal procedure of finding the maximum of the function S(λ) can be

solved using different algorithms. The parameter λc, for which the above function is at

its maximum, is called the contact parameter, and the vector x(λc) is the contact point,

at which the ellipsoids A and B scaled with λ and (1− λ), touch.

The derivative of the function S(λ) with respect to λ is straightforward to calculate:68

dS(λ)/dλ = (G−1r)T [(1− λ)2A−1 − λ2B−1]G−1r, (2.16)



2.2 Coarse-grained anisotropic potentials 14

where the matrix G is defined as

G = (1− λ)A−1 + λB−1. (2.17)

The maximum of the function [minimum of −S(λ)] can be located using any gradient-

only optimisation method (see also Section 2.4.1). However, calculating the derivative

of the function involves a matrix inversion operation, and therefore requires significantly

more computational time than evaluating the function itself. We found that using an

optimisation algorithm that does not rely on gradient information for taking steps, such

as the Brent minimiser,69 is more effective for this particular function.

Figure 2.2 shows the value of the function S(λ) (λ ∈ [0, 1]) for two different relative

orientations of two identical prolate ellipsoids. The end-to-end orientation is symmet-

ric, and the function has its maximum at λ = 0.5. In this case the maximum value is

F (A,B) = 1, which means that the two ellipsoids touch. If the ECF is less than 1,

the ellipsoids overlap, and if its value is larger than 1, the ellipsoids do not touch. Con-

sequently, the elliptic contact function is a mathematically exact way to decide if two

arbitrary ellipsoids overlap or not.

The true distance of the closest approach between two ellipsoids can be determined by

solving a constrained minimisation problem: d(A,B) = min |xA − xB|, where xA and xB

are vectors pointing from the centre of each ellipsoid to its surface. This minimisation task

is time-consuming, and has to be done at each step in every iteration, when the ellipsoidal

particles are being moved. The elliptic contact function, however, can be determined with

less computational effort, but it does not provide the true distance of closest approach

directly. Instead, it provides a directional distance, which is a vector parallel to the

intercentre vector, starting from the point on the surface of ellipsoid A that is closest to

ellipsoid B, and touches its surface (see Figure 2.3). The directional distance is defined

as

dr = r− r
√

F (A,B)
, (2.18)

where F (A,B) is the elliptic contact function between the ellipsoids with shape matrices

A and B (Equation 2.13).

When the two ellipsoids touch, the elliptic contact function becomes one and both d

and dr go to zero. When the ellipsoids overlap, d remains zero, but dr, because of its

definition, will become negative, characterising the overlap of the two ellipsoids. For an

infinitesimally small intercentre distance, the value of dr = |dr| will be

dr = −lim
r→0

r
√

F (A,B)
. (2.19)
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Figure 2.2: Values of S(λ) in the interval [0, 1] for symmetric (end-to-end, red curve) and
highly asymmetric (û1 = (1, 0, 0), v̂1 = (0, 0.5, 0.866), blue curve) relative orientations of
two identical uniaxial ellipsoids with semiaxes a1 = 1.5, a2 = a3 = 0.5, and intercentre
distance r = 3.

This is an indeterminate limit, and it turns out that the converged value will be the

negative of the intercentre distance, for which the two ellipsoids with the given orientation

touch. Hence, this limit depends strongly on the relative orientation of the ellipsoids.

Because of the physically unrealistic ‘inner well’ of the Gay-Berne potential, taking

large steps could result in overlapping configurations, which can direct the minimiser

towards this inner well. The only way to avoid this problem is to take non-overlapping

moves for every basin-hopping step. Computing the elliptic contact function for every

pair of ellipsoids that may have overlapping orientations (their intercentre distance is

less than the length of the main axes) solves the overlap problem, but also increases the

computational time required.

2.2.3 The Paramonov-Yaliraki potential

Perram et al.68 introduced a potential that is based solely on the elliptic contact function

UECP = 4ǫ [F (A,B)−6 − F (A,B)−3)]. Since the elliptic contact function is anisotropic at

large separations as well, this potential is not realistic when the intercentre distance is

large.

methods/figures/slambda.eps
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Figure 2.3: The true distance d of closest approach of two ellipsoids and the definition of
the directional distance dr; r: interparticle vector.

The elliptic potential suggested by Paramonov and Yaliraki63 (PY) is

U(A,B) = 4ǫ0

[

(

σ0

r − σPW + σ0

)12

−
(

σ0

r − σPW + σ0

)6
]

. (2.20)

The potential in this form is analogous to the Gay-Berne potential without a strength

parameter, and with the Perram-Wertheim range parameter instead of σ(û1, û2, r̂), i.e.

σPW =
r

√

F (A,B)
. (2.21)

Since the strength parameter is missing, the depth of the potential well is one in any

direction. One way to allow the depth to vary according to the relative orientations is to

use different range parameters for the attractive and repulsive parts of the potential:

U(A1,B1,A2,B2) = 4ǫ0

[

(

σ0

r − rF1(A1,B1)−1/2 + σ0

)12

−

−
(

σ0

r − rF2(A2,B2)−1/2 + σ0

)6
]

, (2.22)

where F1(A1,B1) and F2(A2,B2) are the ‘repulsive’ and ‘attractive’ elliptic contact func-

methods/figures/dr.eps
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tions, constructed using different shape matrices:

A1 =
3
∑

i=1

a−2
1i ûi ⊗ ûi, B1 =

3
∑

i=1

b−2
1i v̂i ⊗ v̂i, and (2.23)

A2 =

3
∑

i=1

a−2
2i ûi ⊗ ûi, B2 =

3
∑

i=1

b−2
2i v̂i ⊗ v̂i. (2.24)

The introduction of different shape matrices increases the total number of fitting parame-

ters in the potential, but for identical uniaxial ellipsoids this number is still reduced with

respect to the Gay-Berne potential. The empirical exponents µ and ν present in the GB

potential are also absent.

The above potential is more realistic than the ellipsoid contact potential of Perram

et al.,68 since it becomes isotropic at large separations. However, it also has a weakness,

in common with the ellipsoid contact potential: there are infinite number of possible

side-by-side orientations of two particles having the same energy, corresponding to the

rotation around the interparticle vector r, if the ellipsoids are aligned along one of their

principal axes. In a real system, though, the probability of having all particles aligned on

a line is very small, therefore we do not expect to encounter such behaviour often.

The form of the PY potential (Equation 2.22) guarantees that if the attractive and

repulsive matrices are the same, the potential goes to zero whenever the two ellipsoids

touch. The parameter σ0 controls not only the width of the potential well, but also the

softness of the potential.

It is not trivial to define the ‘shape’ of ellipsoidal particles with different attractive

and repulsive shape matrices. In fact, defining the shape of molecules is a problem that to

our knowledge has not been studied extensively. In hard potential energy functions and

potentials with well-defined steep repulsive parts, such as the Lennard-Jones potential,

two particles can be considered to touch when their interaction energy becomes zero,

and the form of the energy function makes the overlap highly unfavourable. If in case

of ellipsoidal particles the attractive and repulsive shape matrices are the same, then

their shape is defined by the lengths of the semiaxes a1i = a2i. When the attractive and

repulsive semiaxes are not the same, however, this changes the whole behaviour of the

potential: it can become soft, which allows, or even favours overlap, by decreasing the

contribution of the repulsive part to the overall shape of the function. In such cases we

represent the shape of the molecule somewhat arbitrarily with the shape of the repulsive

ellipsoidal core, having semiaxes labelled a11, a12 and a13.
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Figure 2.4: The effect of increasing σ0 on the shape of the PY potential. Red line: σ0 = 1,
green line: σ0 = 2, blue line: σ0 = 10.

2.2.4 Varying the range of the potential

The Lennard-Jones pair interaction for two particles is commonly plotted as a function

of a reduced distance r/σ. However, the well width parameter σ0 in the GB and PY

potentials is slightly different from the Lennard-Jones σ parameter, and this allows it to

be used in a new context. To explain this observation, the meaning of the directional

distance dr has to be clarified.

In this work, the dimensions of all ellipsoidal particles are defined in absolute units,

and the σ0 parameter is considered as a variable. The interaction potential between parti-

cles is not considered as a function of an r/σ0-type reduced distance. The justification for

this representation is that the effect of the range of the potential can then be studied for

systems of fixed size particles. Figure 2.4 shows how the shape of the potential changes

with increasing σ0. The value of the directional distance dr for which the potential be-

comes infinite is −σ0. A greater σ0 value results in a more negative directional distance for

which the potential is infinite. Obviously, there will be cases when the minimal directional

distance (if r = 0) will be greater than −σ0, thus causing a finite energy for completely

overlapping geometries. When the two ellipsoids touch, the potential will be zero regard-

less of the value of σ0. For the above reasons, molecular dynamics simulations or path

searching methods may sample unrealistic transition states corresponding to overlapping

geometries. This problem, caused by the softness of the potential, can be avoided by

methods/figures/softpotential.eps
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rejecting the moves for which overlap occurs (dr < 0, or F (A,B) < 1). The PY potential,

like the GB potential, also has an inner well in some cases, corresponding to overlapping

geometries; rejecting all overlapping moves avoids sampling these unrealistic minima as

well. When evaluating the PY energy for an arbitrary configuration, we already have the

information about whether there are any overlapping ellipsoids in the system, so overlap

can easily be diagnosed. In the case of the GB potential, we calculate the elliptic contact

function for each pair of ellipsoids that have an intercentre separation smaller than the

sum of their longest semiaxes, in order to diagnose overlapping geometries.

2.2.5 The Gay-Berne potential revisited

Using the matrix formalism introduced in section 2.2.2, the Gay-Berne potential can be

rewritten as63

UGB = 4ǫ0ǫ
ν
1(A,B)ǫµ

2(E1,E2, r̂)

[

(

σ0

r − σBP(A,B, r̂) + σ0

)12

−

−
(

σ0

r − σBP(A,B, r̂) + σ0

)6
]

, (2.25)

where the Berne-Pechukas range parameter is defined as

σBP(A,B, r̂) =
r

√

S(x(1/2), 1/2)
. (2.26)

The matrices E1 and E2 are

E1 =
3
∑

i=1

ǫ
−1/µ
1i ûi ⊗ ûi, E2 =

3
∑

i=1

ǫ
−1/µ
2i v̂i ⊗ v̂i. (2.27)

The Berne-Pechukas range parameter of the Gay-Berne potential is greater than or equal

to the Perram-Wertheim range parameter for the same relative orientation of two identical

uniaxial ellipsoids, since S(x(1/2), 1/2) ≤ S(x(λmax), λmax) (see Figure 2.2). The two

range parameters coincide only in case of symmetric orientations, when λmax = 1/2. The

parameter λmax is the value of λ for which the function S(λ) is at its maximum. For

non-symmetric cases, the larger BP range parameter makes the energy become higher

than it would be when using the PW range parameter properly. This is the cause of the

preference of perfectly aligned orientations with the GB potential.
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2.3 The AMBER potential

In order to be able to study the energy landscapes for ligand-protein docking processes,

as well as for nucleic acids, I have created an interface between the AMBER molecular

dynamics package (version 9), our global optimisation program, GMIN,70 and our program

for locating stationary points on the PES, OPTIM.71 For the evaluation of analytical

Hessians (see also Section 2.4.2), it was also necessary to create another interface between

OPTIM and the Nucleic Acid Builder package,72 as the original AMBER 9 package does

not include analytical second derivatives for the Generalized Born solvation model (Section

2.3.1).

The AMBER force field was developed initially for nucleic acids and proteins,73 and

has been modified subsequently to allow for creating parameters for organic molecules.74

Several different versions of the force field have been developed over the years, but all

of them are built on the same functional form, and essentially differ only in the set

of parameters. The total potential energy of a molecule is given as a sum of different

contributions:

Utotal = Ubonds + Uangles + Udihedrals + Uelectrostatic + Uvan der Waals, (2.28)

where the bond and angle terms are harmonic functions, centred on equilibrium bond val-

ues, and the dihedral contributions are combinations of trigonometric functions that are

fitted to ab initio calculations for rotational barriers. The last two terms are non-bonded

terms, representing a sum of electrostatic and van der Waals interactions, respectively.

The fractional charges for atoms in different functional groups are determined from exten-

sive ab initio charge calculations on molecular libraries, but can also be specified manually.

However, these charges are constant for the system, and therefore do not change with the

conformation of the molecule. Newer AMBER force fields may also contain polarisation

terms,75 but these have not been used extensively yet.

We have used the ff03 parameter set76,77 for the results presented in Chapters 6 and

7. The parameters for nucleic acids are the same as in the ff99 parameter set.78

2.3.1 The Generalized Born solvation model

Several solvent models are implemented in the AMBER package. Using models treat-

ing water molecules explicitly is undesirable for energy landscape analysis, because the

number of variables would increase by a large factor, slowing down the overall energy

evaluation and geometry optimisation processes. The number of stationary points on

the landscape would also grow to an unmanageable size, irrespective of the size of the
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molecule being solvated, considering that around 10000 water molecules have to be em-

ployed in molecular dynamics simulations of medium sized solutes. The large number of

minima that only differ in the arrangement of water molecules would hamper any effort to

map out relevant regions of the PES and try to understand the behaviour of the solvated

molecule. Implicit solvent models, in contrast, treat the solvent shell as a continuum,

and work by estimating the change in free energy when solvating the molecule. The main

assumption of implicit solvent models is that the solvation free energy can be decomposed

into an electrostatic and non-electrostatic part:79

∆Gsolv = ∆Gel + ∆Gnonel, (2.29)

where ∆Gnonel is the free energy of solvation of a molecule on which all atomic partial

charges are set to zero, and ∆Gel is the free energy change associated with removing all

charges in vacuum, and then adding them back in the presence of a continuum solvent

environment. ∆Gnonel itself comes from two contributions of opposite sign: the favourable

van der Waals attraction between the solvent molecules and the solute decreases the free

energy, while the entropic cost of disturbing the structure of the solvent increases it.

The bottleneck of computing the solvation free energies is the evaluation of the elec-

trostatic contribution, because of the long range of electrostatic interactions, and also due

to the complexity of charge screening introduced by the solvent.

Within the framework of the continuum model, the (linearised) Poisson-Boltzmann

(PB) equation provides a mathematically exact way of calculating the electrostatic po-

tential φ(r) produced by the molecular charge distribution ρ(r):80,81

∇ε(r) · ∇φ(r) = −4πρ(r) + κ2ε(r)φ(r), (2.30)

where ε(r) is a position-dependent dielectric constant that equals that of water away

from the molecule, and decreases rapidly across the boundary of the water shell with

the molecule. κ is the Debye-Hückel screening parameter. The second term in the equa-

tion includes the electrostatic screening effects introduced by a monovalent salt. The

electrostatic part of the solvation free energy has the following form:

∆Gel = 1
2

∑

i

qi [φ(ri)− φvac(ri)] , (2.31)

where qi are the partial atomic charges at positions ri, making up the molecular charge

density ρ(r) =
∑

i δ(r− ri), and φvac(ri) is the electrostatic potential for the same charge

distribution, in vacuum.
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Many numerical methods have been proposed to solve the PB equation efficiently,

among which the finite difference method is the most popular for biomolecular appli-

cations.82,83 This method works by mapping the atomic charges into grid points and

computing the electrostatic potential in every grid point. However, due to the grid formu-

lation, the solvation free energy depends upon the spacing of the grid, and the orientation

of the molecule on this grid.84 Solvation energies (and gradients) therefore change when

rotating the molecule arbitrarily in space, increasing the number of stationary points on

the PES artificially. For this reason, it is not possible to use grid-based methods for

calculating solvation free energies, when exploring energy landscapes for biomolecules.

An alternative, analytic approach to estimate the electrostatic contribution to the

solvation free energy is to use the Generalized Born method. Since this method is relatively

simple and computationally efficient, it has become popular for simulations of solvated

systems.85,86 In the AMBER implementation, each atom in the molecule is represented

as a sphere of radius ρi and charge qi located at its centre. The interior of the sphere is

filled uniformly with material of dielectric constant 1. The molecule is surrounded by a

solvent having a high dielectric constant (εw = 80 for water at 300 K). The electrostatic

part of the solvation free energy is then

∆Gel ≈ ∆GGBorn = −1
2

∑

ij

qiqj

f(rij, Ri, Rj)

(

1− e−κf(rij ,Ri,Rj)

εw

)

, (2.32)

where rij is the separation of the two atoms, and f(rij, Ri, Rj) has the form

f(rij , Ri, Rj) =
[

r2
ij + RiRjexp

(

−r2
ij

4RiRj

)]

1
2
. (2.33)

Ri is the (effective) Born radius of atoms i, and reflects the degree of burial of the atom

inside the molecule. The Born radius of an isolated charged atom coincides with its van

der Waals radius. In this case (rij → 0), the electrostatic solvation free energy of a single

ion in pure water is

∆Gel ≈ −1
2

(

1− 1

εw

)

q2

ρ
. (2.34)

The function f(rij, Ri, Rj) is designed to interpolate between the two extreme cases

(rij → 0 and rij → ∞). When the atoms are infinitely far from each other, they

can be treated as point charges, obeying Coulomb’s law.87 The deeper the atom is buried

inside the molecule, the larger its effective Born radius is.

The Born radius of every atom depends on the conformation of the molecule, therefore

it needs to be recomputed every time the structure changes. One way of computing Ri
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is to use the Coulomb field approximation, which assumes that when only one atomic

charge is present, the electrostatic free energy of the solvation is proportional to the

Coulombic energy density, integrated over the solute volume, excluding the volume of the

atom itself.88 The inverse of the effective Born radius becomes

R−1
i = ρ−1

i −
1

4π

∫

solute

Θ(|r| − ρi)
1

r4
d3r, (2.35)

where Θ(|r|−ρi) is a step function. The integration has to be performed over the volume

of the solute. However, determining the exact volume is only possible by finding the

molecular surface using costly numerical integration. An approximation can be made by

performing the integration over the van der Waals spheres of every atom in the molecule.

This approach works well for small molecules, but in larger solutes it tends to overestimate

the solvation energy of deeply buried atoms, because the gaps between vdW spheres inside

the molecule are not filled with solvent. In order to overcome this limitation, a dynamic

rescaling factor was introduced by Onufriev et al.,89 with parameters proportional to the

degree to which the atoms are buried (quantified by the integral in Equation 2.35):

R−1
i = ρ̃−1

i − ρ−1
i tanh

(

αΨ− βΨ
2 + γΨ

3
)

, (2.36)

where ρ̃i = ρi − 0.09 Å, and Ψ = Iρ̃i, and α, β and γ are adjustable dimensionless

parameters, which have been optimised so that the calculated effective radii are in good

agreement with PB calculations. The integral I has the form

I =
1

4π

∫

vdW

Θ(|r| − ρ̃i)
1

r4
d3r, (2.37)

where the 3D integral is now over the set of vdW spheres. This model retains the definition

of ρ̃i, because it has been found that for small molecules using these slightly smaller radii

gives a better agreement with PB calculations using the original radii (ρi).
90

In Chapters 6 and 7 we have employed the widely used Generalized Born model corre-

sponding to the AMBER setting igb=2, with the values for the three optimised parameters

α = 0.8, β = 0.0 and γ = 2.909125.

We emphasize that although the Generalized Born term contains the entropic contri-

bution of displaced ‘virtual’ water molecules to the solvation free energy, it is effectively

incorporated into the overall energy function as a potential energy term. We have used

a similar approach in the study of viral capsid assembly, where our potential energy

functions are in fact effective free energies (Chapters 4 and 5).
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2.3.2 Continuous cutoffs for non-bonded interactions

When running MD simulations on molecules containing thousands of atoms, it is common

practice to cut off the interatomic distances beyond which the non-bonding interactions

are evaluated. In periodic simulations, the Particle Mesh Ewald (PME)91,92 method

can be used to calculate the overall electrostatic energy in the unit cell, and a cutoff

of 8 Å is generally enough to maintain the stability of the calculations. For non-periodic

simulations, the recommended cutoff is generally larger, even for MD runs. In the AMBER

implementation, when a cutoff is specified in a non-periodic system, the interactions are

simply truncated at the cutoff. This procedure clearly introduces discontinuities in the

potential. For MD simulations, such discontinuities are small compared to the average

fluctuation of the energy at physiological temperatures, so long as a cutoff of 12 Å or more

is employed. Changes in the total energy are small in these cases, and are not detected

because of the relatively short time scale of MD runs. Energy minimisation, on the other

hand, is unlikely to converge to a small RMS force even at higher cutoffs, due to the long

range of the electrostatic interactions.

In order to converge each stationary point to a high accuracy, we have modified the

AMBER potential by multiplying the corresponding energy terms with a polynomial

switching function fsw ensuring that both the energy and gradient go to zero at the cutoff

distance:

U ′ij,nbond =

{

0, if rij > roff ,

fswUij,nbond, otherwise,
(2.38)

where

fsw =

{

(r2

off
−r2

ij)
2(r2

off
+2r2

ij−3r2
on)

(r2

off
−r2

on)3,
if ron ≤ rij ≤ roff ,

1, if rij < ron.
(2.39)

Uij,nbond is the original expression for the two-body nonbonded interaction (electrostatics

or van der Waals), ron = 0.9 roff , and roff is the cutoff distance.

The calculation of the Born radii, in the AMBER implementation, is cut off continu-

ously: when evaluating Ri, only atoms within a distance rgbmax are included, and their

contribution to the effective radius goes to zero at this separation. However, the ∆GGBorn

term is a function of rij, and becomes discontinuous if it is not evaluated beyond the

cutoff. Hence we used the same switching function to cut it off continuously.

2.4 Finding stationary points on the PES

We characterise the potential energy landscapes for model systems in terms of the dis-

tribution of the local minima and transition states (first-order saddle points) connecting



2.4 Finding stationary points on the PES 25

them. The Murrell-Laidler theorem61 states that a path involving one or more first-order

saddle points must exist between two local minima, if they are connected by a saddle

point of index two or higher. Minimum energy pathways between local minima therefore

do not usually involve saddle points of index higher than one. However, there are cases

when the theorem does not apply, and the lowest energy pathway involves a ‘transition

state’ of Hessian index 2, for example.93 These cases are rather special and uncommon,

but nevertheless possible in model systems. The Murrell-Laidler theorem is applicable

to systems having second derivatives that are non-zero and continuous along the normal

coordinate directions at saddle points.

Kinetic and thermodynamic properties for a system can be calculated from a database

of minima and transition states, therefore locating stationary points having more than

one negative Hessian eigenvalue is generally irrelevant for such calculations.

2.4.1 Locating minima

Local minima, or stationary points of Hessian index zero, are configurations for which an

infinitesimal displacement along any normal mode vector causes the potential energy to

rise, creating a non-zero restoring force pointing towards the minimum. Local minima are

the easiest stationary points to characterise on the PES, since searches from an arbitrary

starting geometry can proceed downhill.

Search strategies can be divided into three distinct methods, based on the informa-

tion that is being used to update the structure during minimisation. In cases where the

first derivatives of a multi-variable function are difficult or impractical to calculate, meth-

ods based on sequential evaluation of function values can be an appropriate choice, for

example when searching for the maximum of the one-dimensional S(λ) function (Equa-

tion 2.15). However, for the atomistic and coarse-grained anisotropic potentials consid-

ered in this thesis, the analytic first derivatives are straightforward to calculate, and

gradient-only methods are much more efficient minimisers. We use the limited memory

Broyden-Fletcher-Goldfarb-Shanno (L-BFGS) algorithm,94,95 which gradually builds up

an approximate inverse Hessian using gradient information accumulated over a specified

number of subsequent steps. The algorithm has been modified to incorporate taking

steps based on a maximum step size approach instead of the original line search, since

it proved to be more effective in locating minima for potentials considered in previous

work.96 The L-BFGS algorithm is more efficient than other gradient-only methods, espe-

cially steepest-descent algorithms.97,98 A third class of methods for finding local minima

is based on evaluating the gradient vector and the Hessian matrix,99,100 and is therefore

computationally inefficient.
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2.4.2 Searching for transition states

Searching for first-order saddle points on the potential energy surface is less straightfor-

ward than locating minima. A first-order saddle point (transition state) has one negative

eigenvalue of the Hessian matrix, so an infinitesimal displacement along that eigenvector

lowers the energy, but displacements along any other eigenvectors with non-zero eigen-

values raise the energy. Two different strategies can be used for transition state searches:

single-ended search methods start from a given geometry, usually perturbing the structure

along normal modes, while in double-ended searches the starting points are maxima along

an energy profile between two local minima. A double-ended approach will be described

in Section 2.6.2.

To find a transition state using a single-ended search method, a normal mode is usually

followed uphill, while steps are taken along the other modes downhill, or the energy is

minimised in the tangent space of the mode followed. The eigenvector-following (EF)

method101–103 is basically an improvement to the Newton-Raphson technique to allow for

finding stationary points of arbitrary indices.

The Taylor expansion of the potential energy around a point in configuration space

X, truncated to second order, has the following form:

U(X + x) = U(X) + G(X)Tx + 1
2
xTH(X)x, (2.40)

where G(X) and H(X) are the gradient and the Hessian at configuration X, and x is

a vector of small displacements. To find the greatest rate of change in energy with the

step, we need to apply the condition dU(X + x)/dx = 0, which leads us to the standard

Newton-Raphson formula:

xNR = −H−1G, (2.41)

where xNR is the Newton-Raphson step. The inverse of the Hessian does not exist if the

Hessian has any zero eigenvalues, therefore such eigenvalues need to be shifted before the

Hessian is diagonalised. Finite clusters and molecules have six zero eigenvalues in the

Cartesian space, three corresponding to overall translation and three to overall rotation.

Clusters of N axially symmetric ellipsoids have an additional N zero eigenvalues, corre-

sponding to rotation of an ellipsoid around the symmetry axis, all of which also need to

be shifted. The steps corresponding to directions of eigenvectors with zero eigenvalues

are ignored during the step-taking procedure.

By transforming the original coordinate system to one that is based on Hessian eigen-

vectors, we can better understand the Newton-Raphson optimisation process. To do this,
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we need to define the matrix B that satisfies

3N
∑

β=1

HαβBβγ = ε2
γBαγ , (2.42)

where 3N is the number of the total degrees of freedom, ε2
γ is the γth eigenvalue of H,

and the matrix B is a matrix of the eigenvectors of the Hessian. The new orthogonal

coordinates will be

Wα =

3N
∑

β=1

BβαXβ. (2.43)

The Newton-Raphson step in the new coordinate system becomes

xNR,α = −gα(W)

ε2
α

, (2.44)

and the energy change corresponding to this step has the form

∆UNR = −
3N
∑

α=1

gα(W2)

2ε2
α

, (2.45)

where gα(W) is the gradient vector in the new coordinate system. The contributions from

terms with negative eigenvalues (ε2
γ < 0) raise the energy, while those having positive

eigenvalues lower the energy during the step.

During a Newton-Raphson optimisation, the structure converges to a stationary point

with the same number of negative eigenvalues as for the starting geometry, if the number

of negative eigenvalues does not change during the step. However, in most cases the

maximum step size is too large, and the number of negative eigenvalues often changes. The

index of the stationary point that the optimisation converges to from an arbitrary starting

structure is therefore uncertain. An implementation of the eigenvector-following approach

solves this problem by using a separate Lagrange multiplier for each eigendirection,104

giving the Lagrangian function of the form

L = −u(W)−
3N
∑

α=1

[

gα(W)xα + 1
2
ε2

αx2
α − 1

2
µα

(

x2
α − c2

α

)]

, (2.46)

where u(W) is the energy as a function of the transformed coordinates, c2
α is a constraint

on x2
α, and µα is a Lagrange multiplier for eigendirection α. By differentiating Equation

2.46 with respect to x, and using the condition for a stationary point, we find the optimal
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step

xα =
gα(W)

(µα − ε2
α)

, (2.47)

and the corresponding energy change is

∆U =
3N
∑

α=1

gα(W)2 µα − ε2
α/2

(µα − ε2
α)2 . (2.48)

In order to recover the Newton-Raphson step at the vicinity of the stationary point, we

must choose µα so that µα → 0 as the gradient vanishes. An appropriate choice is

µα = ε2
α ± 1

2

∣

∣ε2
α

∣

∣

(

1 +
√

1 + 4gα(W)2/ε4
α

)

, (2.49)

using the plus sign for an uphill step, and the minus sign for a downhill step, respectively.

The optimal step becomes

xα =
±gα(W)

|ε2
α|
(

1 +
√

1 + 4gα(W)2/ε4
α

) . (2.50)

In practice, for larger systems it is often computationally inefficient to evaluate and/or

diagonalise the complete Hessian matrix. To take an uphill step, it is necessary to find the

smallest eigenvalue and corresponding eigenvector, while the orthogonal subspace can be

minimised using an efficient algorithm such as the L-BFGS method. Such approaches are

called hybrid eigenvector-following methods. We use the hybrid EF/L-BFGS method for

transition state searches for the systems considered in this work. To perform an L-BFGS

minimisation in the orthogonal subspace, the component of the gradient G corresponding

to the uphill direction has to be projected out. For this reason, a projection operator is

used with the form

PG = G− (G · emin)êmin. (2.51)

It is possible to evaluate the smallest eigenvalue (λmin) and the corresponding eigenvec-

tor (emin) without diagonalising the Hessian, using an iterative method,105 or a variational

approach,106,107 which does not need the evaluation of a Hessian matrix at all. The latter

method is used when an analytical Hessian is not available, or it is too expensive to eval-

uate. To dynamically adjust the size of the uphill step, a trust ratio can be defined104,108

for the nth step as

rmin =

∣

∣

∣

∣

λest
min(n)− λmin(n)

λmin(n)

∣

∣

∣

∣

. (2.52)

The estimated smallest eigenvalue is obtained as a numerical derivative from the gradient
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at the current point and at the previous iteration:

λest
min(n) =

Gmin(n)−Gmin(n− 1)

xmin(n− 1)
, (2.53)

where xmin(n − 1) is the length of the previous step. If rmin exceeds a specified trust

radius, the maximum allowed uphill step is reduced.

2.5 Global optimisation methods

In a general sense, global optimisation is a procedure for finding the best set of vari-

ables that return the optimal value of a multivariable function. Typical applications are:

economic and financial forecasting, optimisation in numerical mathematics, risk man-

agement, investigating systems of nonlinear equations, chemical process modelling, and

potential energy models in computational physics and chemistry. In the chemical sciences

the optimal value to be determined is often the lowest value of an energy-type function,

where the variables are atomic or molecular coordinates. Among all the minima present

on a high dimensional potential energy surface, the geometry and energy of the lowest

lying minimum is often the most interesting. Complex systems are also often charac-

terised by means of the free energy surface, which is temperature dependent. The task

of optimisation methods is to find the relevant minima participating in a given process,

or to suggest stable structures under given conditions. The global minimum on the free

energy surface has the highest population in equilibrium. At zero temperature the global

minimum on the free energy surface coincides with the global minimum on the potential

energy surface.

Finding the global minimum on a surface is often not an easy task, and the efficiency

depends strongly on the complexity of the landscape. There are a number of different

algorithms that are commonly used for global optimisation of molecular systems, generally

classified into exact (deterministic) and heuristic (or stochastic) methods.109,110 Exact

methods guarantee that the lowest found minimum is the global minimum, if the search

procedure is completed, while heuristic methods cannot. A major general disadvantage

of exact methods is that they are too slow to apply to most systems of interest.

2.5.1 Exact global optimisation methods

Naive search strategies include sequential global optimisation methods such as uni-

form grid, space covering or purely random searches. These algorithms try to explore the

complete parameter space by computing the values of the function either in uniformly dis-
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tributed grid points, or in a random number of grid points. These methods are convergent

towards the global minimum, but scale very poorly for high-dimensional problems.

Complete search strategies are based upon an exhaustive enumeration of all pos-

sible solutions. These methods are applicable mostly to combinatorial problems.111 In

computational chemistry this strategy is sometimes used when determining the energetics

of the complete conformational space of simple molecules (e.g. n-alkanes112).

The objective of trajectory methods and related approaches is to visit all stationary

points on the hypersurface following reaction paths, which results in a complete listing

of all the minima.113,114 These methods are also inefficient for global optimisation of

high-dimensional functions.

More advanced exact global optimisation methods include relaxation methods,111

branch and bound,111,115 Bayesian search116 and adaptive stochastic search115

algorithms.

2.5.2 Heuristic global optimisation methods

The ‘globalized’ extensions of local search methods are partially heuristic algo-

rithms, which often prove to be successful in practice. In the first step a preliminary

grid-based or random search is carried out, followed by applying a local search method.117

Evolutionary strategies mimic the process of natural selection. The search method

is adaptive, from a pool of local optima only the best parameter sets are chosen and then

‘recombined’ with each other or ‘mutated’ by making a small change to the parameter set.

The recombination and mutation moves are applied sequentially, so that new solutions can

be generated, and the parameters of the best representatives are then further mutated or

recombined. The evolutionary algorithms that are targeted towards solving combinatorial

problems are called genetic algorithms.118 These have been employed successfully in global

optimisation of simple model systems such as Lennard-Jones clusters,119 and are also

widely used in ranking drug candidate molecules according to their affinity to a specific

docking site.

Methods based on annealing120 use the analogy of cooling crystal structures that

spontaneously attempt to arrive at some stable equilibrium. The system is ‘heated’ to a

high temperature, in which the free energy surface is much simpler, and then gradually

cooled down, while following the global free energy minimum. This approach is likely to

find the global minimum in case of simple landscapes supporting self-assembly, but can

easily fail if the global free energy minimum changes at low temperature. If a high barrier

separates the basin of attraction of the structure corresponding to the high temperature

global minimum from the new global minimum, the system can become trapped in the
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former basin, being unable to overcome the high barrier because of the low temperature.

Taboo search121 methods forbid search moves to points that have been already vis-

ited, for several steps, thus forcing the system to explore new basins that have not been

sampled yet. The basic form of this method was proposed to solve combinatorial optimi-

sation problems.

Continuation or deformation methods114 transform the potential energy function

into a smoother function that has fewer minima, and then trace back the resulting minima

to the original surface. If the surface is rough, the global minimum of the deformed surface

will not necessarily map onto the global minimum of the original surface.

The method of sequential improvement of local optima uses adaptive auxiliary

functions for a gradual search of better optima. One approach is to reduce the effects of

the barriers on the surface using tunnelling.122,123

2.5.3 The basin-hopping algorithm

The basin-hopping algorithm124 is a stochastic global optimisation method, which employs

Monte Carlo moves on a transformed hypersurface followed by a local minimisation step.

The PES is transformed in such a way that the energies of the minima are not affected.

On this surface each basin of attraction is represented by the energy of the corresponding

minimum, so that the downhill barriers between the different basins are removed. This

transformation allows the system to get from one basin into another more easily.

Finding the global minimum of a cluster becomes significantly more difficult with

increasing size. After each basin-hopping minimisation step the coordinates are randomly

perturbed up to a point when no ellipsoids overlap. The structure is then minimised

and the new configuration is accepted or rejected according to a Metropolis criterion

based on the energy difference between the successive minima. We accept a putative

global minimum when independent parallel searches (usually five) starting from random

configurations produce the same lowest energy structure. The structural assignment is

unambiguous since we converge each stationary point to very high precision.

The step size taken is much larger than conventional MC steps used in thermodynamic

simulations, and its optimal value, as well as the temperature used for accepting or reject-

ing steps, is strongly system dependent. The ith step taken is always accepted if Ui < Ui−1.

If Ui > Ui−1, the step is accepted with a probability proportional to e(Ui−1−Ui)/kT . T is an

input parameter, which is optimised to allow for efficient exploration of the configuration

space. The local minimisation algorithm used after each step taken is the limited memory

BFGS (L-BFGS) algorithm of Nocedal et al.,94 which is particularly suitable for large

scale problems (Section 2.4.1).
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original landscape

transformed landscape

global minimum

Figure 2.5: A one-dimensional energy function is shown to illustrate the landscape trans-
formation during the basin-hopping global optimisation procedure. Blue: original curve,
red: transformed function.

The basin-hopping global optimisation procedure can easily be run on multiple pro-

cessors, due to the stochastic nature of the algorithm. In order to explore the landscape

effectively, we have also employed a parallel tempering implementation of the algorithm,

specifying a temperature for each replica, and occasionally exchanging coordinates to be

able to escape from large low-energy basins.

2.6 Double-ended search methods

While single-ended search methods focus on finding a transition state and nearby min-

ima starting from a local minimum, double-ended approaches can be used to locate new

stationary points on the landscape that are further apart in configuration space from

the two starting geometries. These methods involve interpolation between the two local

minima used as endpoints in the search, and starting from the interpolated structures, ei-

ther local minimisations (basin-hopping interpolation method) or transition state searches

(doubly-nudged elastic band method) are carried out.

2.6.1 Basin-hopping interpolation

The basin-hopping interpolation algorithm uses linear interpolation between two endpoint

structures to search for likely intervening minima. The initial distance dab is evaluated

from coordinates Xa and Xb, and a single interpolated set of coordinates is generated

using Xc = xXa + (1 − x)Xb, where 0 < x < 1. After the interpolated structure is

methods/figures/basinhopping.eps
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minimised using the L-BFGS algorithm, a spring energy term is added to the potential

energy Uc, with the form

Us
c = 1

2
k(d2

ac + d2
bc), (2.54)

where dac and dbc are the distances between the interpolated structure and each of the

two endpoints, and k is a spring force constant.

In order to search for minima that might have a lower total energy (Utot = Uc+Us
c ) near

the interpolated minimum, the structure of the minimum is perturbed randomly and then

quenched, in a similar fashion as for basin-hopping global optimisation. New minima that

are lower in total energy than the previous structure are always accepted, while structures

with higher energy are accepted or rejected according to a Metropolis criterion (Section

2.5.3). The step size for perturbing the last accepted structure is adjusted dynamically

towards a specified acceptance ratio.

When the two endpoints are far apart, the starting interpolated structures may contain

many clashes and can therefore be poor candidates for new minima that are relevant for

the system in question. This is especially true for biomolecules, where a bad initial guess

can lead to cis-trans isomerisation or inversion of chiral centres in the molecule with

respect to the endpoints. In such cases it is desirable to change the value of x so that the

interpolated structure is closer to one of the endpoints.

2.6.2 The doubly-nudged elastic band method

As discussed in Section 2.4, any chosen pair of minima on the PES must be connected via

pathways containing sequences of minima and transition states. There is no guarantee

that a pathway involving a single transition state exists between two minima on the

landscape, and it is better to use double-ended search methods that are able to predict

the location of likely transition states on the interpolated pathway. The idea behind

the nudged elastic band (NEB) method125–129 is to find pathways between minima by

placing a series of images between the starting and finishing geometries, with added

attractive spring interactions between adjacent images. The objective is to minimise the

total forces acting on each image, with the elastic interactions keeping the images apart,

thus preventing them from falling into the endpoints or other nearby minima during

minimisation. The total force vector consists of the components of the spring forces

parallel to the interpolated path, and components of the gradient of the original potential

perpendicular to the interpolated path. The spring force acting on the ith image is defined

as

F̃i = k {|Xi+1 −Xi| − |Xi −Xi−1|} t̂i, (2.55)
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where t̂i is the estimated normalised vector parallel to the path at image i, and k is a

force constant. The total NEB force acting on the ith image becomes

FNEB
i = F̃i − g⊥i , (2.56)

where g⊥i is the gradient vector perpendicular to the pathway:

g⊥i = ∇U(Xi)−
[

∇U(Xi)t̂i
]

t̂i. (2.57)

A modification of the NEB method has been used for transition state searches in most

of the model systems considered in this thesis. The doubly-nudged elastic band (DNEB)

approach130 differs from the original NEB formulation in that during the interpolation,

the overall rotation and translation of the images is not removed, the DNEB pathway is

minimised by the L-BFGS algorithm, and the DNEB force expression contains some part

of the elastic gradient perpendicular to the pathway (g̃⊥i ):

FDNEB
i = FNEB

i − g̃⊥i + (g̃⊥i ĝ⊥i )ĝ⊥i , (2.58)

where ĝ⊥i is the normalised gradient vector perpendicular to the pathway.

A pathway is deemed converged when the total (D)NEB force falls below a certain

threshold. Images that are maxima on the (D)NEB pathway become the transition state

candidates, and are optimised by using an EF method or a hybrid BFGS/EF search.

2.6.3 The CONNECT algorithm

As the separation of the endpoints in question increases, it is less likely that single DNEB

runs will find all the relevant transition states connecting them. For pairs of minima that

are relatively far apart in Euclidean space, it is desirable to run multiple DNEB searches,

dynamically selecting minima from the growing database that are still unconnected. Mul-

tiple searches might also be necessary to find an initial connection for pairs of minima

with small separations on a ‘rough’ landscape containing a large number of stationary

points.

We have used the CONNECT algorithm131 to systematically search for connections

between pairs of unconnected minima. The algorithm uses three sets, depending on

whether the newly located minima are connected via min-ts-...-min sequences to either

of the endpoints (starting, S and final, F set), or they are not connected to them (un-

connected, U set). Multiple strategies can be used for choosing endpoints for subsequent

DNEB searches, while one minimum belongs to the S or F set, and the other belongs
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to a different set. It was found previously131 that selecting minima along the shortest

path calculated by Dijkstra’s algorithm132,133 is a very efficient way to eventually find an

initial connection. Minima that are in the database at the beginning of each cycle are

characterised as a complete graph, with nodes corresponding to each minimum, and edges

exist between each pair of minimum. Each edge has its own weight, calculated according

to the following rules:

wij =











0, if a single transition state connects minima i and j,

∞, if nij = nmax,

f(dij), otherwise,

(2.59)

where nij is the number of times the pair ij has been selected as endpoints for DNEB

searches, and nmax is the maximum number of connection attempts, specified as an input

parameter. The minimum Euclidean distance between minima i and j is dij , and f(dij)

is a function that increases monotonically with the distance. All distances calculated

are minimised with respect to overall rotation and translation, and also permutation.

We have used both power (dm
ij ) and exponential (edij ) functions for weighting. Power

weighting generally creates shortest paths containing more steps, but with smaller pair

distances, while exponential weighting gives less steps with larger pair distances. If the

Dijkstra algorithm returns a shortest path that has an overall weight of zero, then the

two endpoints are connected, otherwise each pair with a non-zero weight in the shortest

path will be used as endpoints for DNEB searches. Once a shortest path is constructed,

the DNEB searches can be run independently for each pair of minima on the path, in a

parallel fashion.

2.7 Thermodynamics on the PES

In a system with constant volume V , number of particles N and temperature T , macro-

scopic thermodynamical properties are a function of the total energy density of states,

Ω(E), or the partition function, Z(T ). Z(T ) is a Laplace transform of Ω(E):

Z(T ) =

∫

Ω(E)e−E/kBT dE, (2.60)

where kB is the Boltzmann constant. Note that both Z(T ) and Ω(E) are also functions of

the volume and number of particles, but are omitted in the notation. Equation 2.60 pro-

vides a connection between the microcanonical (NV E) and canonical (NV T ) ensembles.

Monte Carlo (MC) or molecular dynamics (MD) simulations can be used to calculate
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densities of states and partition functions, provided that the simulation is ergodic, i.e.

it has reached equilibrium. However, on landscapes that contain several regions of low-

lying minima separated by high barriers, achieving equilibrium with these methods can

be rather difficult and computationally expensive.

2.7.1 The harmonic superposition approximation

Thermodynamic properties can be calculated based on information about the distribution

of local minima on the PES. In the superposition approach,134,135 the total energy density

of states is written as a sum of contributions from the catchment basin (basin of attraction)

of each local minimum on the PES:

Ω(E) =
∑

i

Ωi(E). (2.61)

Similarly, the partition function is written as

Z(T ) =
∑

i

Zi(T ). (2.62)

Ωi(E) and Zi(T ) are the density of states and partition function for the basin of attraction

of minimum i, and the sums are over all minima on the PES that are geometrically distinct.

The basin of attraction of minimum i is defined as a region in configuration space from

which a steepest-descent minimisation leads to minimum i, therefore each point in the

configuration space can only belong to the basin of attraction of a single minimum, unless

it lies on a boundary. The partition function and density of states for each minimum must

contain a multiplying factor that enumerates all possible permutation-inversion isomers.

For example, for a binary system containing NA equivalent atoms of type A and NB of type

B, the total number of permutation-inversion isomers for minimum i is ni = 2NA!NB!/oi,

where oi is the order of the point group for the minimum. The equilibrium occupation

probability of minimum i is

peq
i (T ) =

Zi(T )

Z(T )
. (2.63)

Clearly, the exact extent of each basin of attraction for the minima on the landscape

can only be determined if the complete configuration space is mapped out, which is a

computationally daunting task. However, the densities of states of local minima can be

estimated by analytic formulae using certain approximations. The simplest approach is

to assume that the potential well around each minimum is harmonic, so that the Taylor

expansion of the energy in this region can be truncated to second order. The mass-
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weighted Hessian h contains elements of the form

hαβ =
Hαβ

√

MαMβ

, (2.64)

where Mα is the mass of the nucleus α. The coordinates of the mass-weighted Hessian can

be transformed into normal coordinates using a similar procedure as in Equation 2.42, by

defining a matrix A with columns containing the eigenvectors of h:

3N
∑

β=1

hαβAβγ = ω2
γAαγ , (2.65)

where the eigenvalue ωγ is in fact the normal mode angular frequency for mode γ. By

transforming the original coordinate set X using the A matrix, the original Hamiltonian

is reduced to a sum of 3N harmonic oscillator Hamiltonians, each corresponding to one

normal mode. The new Hamiltonians are therefore not coupled to each other. In a system

with no periodic boundary conditions, the total number of vibrational degrees of freedom

is κ = 3N − 6.

The microcanonical density of states for a system with κ degrees of freedom is given

by136

Ωi(E) =
ni(E − Ui)

κ−1

Γ(κ)
∏κ

α=1 hνα(i)
, (2.66)

where να(i) = ωα(i)/2π is the vibrational frequency for mode α of minimum i, Ui is the po-

tential energy of minimum i, Γ(κ) = κ!, h is Planck’s constant, and ni = 2NANBNC· · · /oi,

as discussed above. The partition function for minimum i becomes

Zi(T ) =
nie
−βUi

(βhν̄i)κ
, (2.67)

where β = kBT , and ν̄i = (
∏κ

α=1 hνα(i))1/κ is the geometric mean vibrational frequency

of the minimum i. For each minimum, a free energy can be calculated from the partition

function with the expression

Fi(T ) = −β ln Zi(T ). (2.68)

A similar expression also defines a free energy for a transition state j:

F †j (T ) = −β ln Z†j (T ), (2.69)

where Z†j (T ) is defined in the same way as for the minima, but the normal mode corre-

sponding to the negative Hessian eigenvalue is omitted from the expressions.
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2.8 Calculating reaction rates from the PES

As the thermodynamics and dynamics of a model system are determined by its underlying

potential energy landscape, several methods have been developed for extracting thermo-

dynamic or kinetic information from it. In this section we present techniques that are

used for calculating minimum-to-minimum rate constants, both for simple rearrangements

involving a single transition state, and for more complicated multistep pathways.

2.8.1 Statistical rate constants

Transition state theory (TST)137,138 provides a general way to calculate the unimolec-

ular canonical rate constant k†i for minimum i going through the transition state † at

temperature T :137–145

k†i (T ) =
kBT

h

Z†(T )

Zi(T )
e−∆U/kBT , (2.70)

where Z† is the partition function for the transition state, and does not include the

mode with the imaginary frequency; ∆U is the difference in potential energy between the

transition state and minimum i.

k†i (T ) =
kBT

h
e−∆G†/kBT =

kBT

h
e−∆H†/kBT e∆S†/kB , (2.71)

where ∆G†, ∆H† and ∆S† are the free energy, enthalpy and entropy of activation per

molecule, respectively. For unimolecular reactions in solution, these thermodynamic quan-

tities are often easier to estimate than the individual partition functions.140

The Rice-Ramsperger-Kassel-Marcus (RRKM) theory provides an alternative expres-

sion for the unimolecular rate constant, by considering the reactive flux through a tran-

sition state surface dividing the two minima:139,145–151

k†i (E) =
G†(E)

hΩi(E)
, (2.72)

where G†(E) is the sum of states for the transition state, up to energy E, while

E > U † > Ui, and has the following form:

G†(E) =

∫ E

U†

Ω†(E ′)dE ′. (2.73)

Ω†(E ′) is the density of states for the transition state (with the reactive mode excluded),

U † is the energy of the transition state. By substituting G†(E) and Ω†(E ′) with the ex-
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pressions for the harmonic vibrational densities of states from the harmonic superposition

approximation (Section 2.7.1), and performing a Laplace transformation, we find that the

canonical RRKM rate constant is

k†i (T ) =
ν̄κ

i

ν̄†(κ−1)
e−(U†−Ui)/kBT , (2.74)

where κ is the number of harmonic vibrational modes, ν̄κ
i and ν̄†(κ−1) are the geometric

mean vibrational frequencies for the minimum i and the transition state, respectively.

A Laplace transformation of Equation 2.72 recovers the TST expression in Equation

2.70. However, the RRKM theory is more flexible than the TST, because G†(E) can be

split into contributions from different vibrational modes.140

Both the transition state and RRKM theories omit corrections of the rate constant

for recrossing events on the transition state surface by assuming that any configuration

on the dividing surface changes directly into either the product or the reactant, without

recrossing it. Recrossing events lower the probability of products transforming into reac-

tants and vice versa, therefore methods ignoring recrossings provide an upper estimate of

the true rate constants. Full reactive flux calculations152–154 account for any event that

crosses the dividing surface, and are therefore more accurate, but also more expensive

computationally.

2.8.2 Discrete path sampling

We have seen in the previous section how the statistical rate constants for a single min-

ts-min rearrangement are calculated. The discrete path sampling approach presented in

this section uses the calculated statistical rate constants for each transition state to de-

termine an overall rate constant for a rearrangement between two sets of minima (A and

B). The two sets can be connected via multiple sequences (discrete paths) of minima

and intervening transition states, and the aim is to find those pathways that contribute

to the overall rate constant significantly. The overall rate constant will then be the sum

of contributions from the discrete paths. Usually, the A and B sets contain multiple

potential energy minima, related to each other by a chosen order parameter, although

the order parameter does not need to be explicitly defined. Using free energy regrouping

schemes,155 potential energy minima that can interconvert via low barriers can be grouped

together based on their relative free energies, as calculated from the harmonic superpo-

sition approximation (Section 2.7.1). As we will see in Chapter 6, such interconversions

are usually very localised, and in this way nearby minima are grouped together without

the need for an order parameter. Rate constants between the two sets of minima are
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well-defined only if the minima within each set are in local equilibrium, meaning that the

occupation probability of a minimum within the set at time t does not change relative to

the occupation probability of the whole set:

pa(t)

pA(t)
=

peq
a

peq
A

and
pb(t)

pB(t)
=

peq
b

peq
B

, (2.75)

where a and b denote minima within sets A and B, respectively, and the peq
i quantities

are occupational probabilities of a minimum or a set of minima in equilibrium.

By assuming that the dynamics are Markovian,156 meaning that the system has enough

time to equilibrate and therefore lose memory about how it got to a specified state, we

can write a linear master equation:

dpα(t)

dt
=
∑

β 6=α

[kαβpβ(t)− kβαpα(t)] , (2.76)

where kαβ is the rate constant for transitions to minimum α, starting from minimum β,

pα(t) is the occupation probability of minimum α at time t. The sum is over all geomet-

rically distinct minima, therefore it does not include permutation-inversion isomerisation

processes of the same structure.

If the two sets of minima are separated only by transition states that have their

corresponding minima in the A and B sets, respectively, the master equation can be

written as
dpA(t)

dt
= −dpB(t)

dt
= kABpB(t)− kBApA(t), (2.77)

where the phenomenological rate constants kAB and kBA are the weighted sums over all

possible min-ts-min transitions that go across the boundary between sets A and B:

kAB =
1

peq
B

∑

a∈A

∑

b∈B

kabp
eq
b and kBA =

1

peq
A

∑

a∈A

∑

b∈B

kbap
eq
a . (2.78)

Clearly, in most cases in a complex landscape not all minima belong to either the A

or B sets, and pathways between the two sets often involve multiple transitions between

these minima. If we classify all such minima as members of an intervening, I set, we can

recover two-state dynamics by putting all transitions between members of the I set into

steady state, effectively assuming that the occupation probabilities of intervening minima

are very low:
dpi(t)

dt
=
∑

j 6=i

kijpj(t)− pi(t)
∑

j 6=i

kji ≈ 0. (2.79)
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By inserting the expressions for the occupational probabilities of all minima in the I set

into the master equation, the overall rate constants become

kSS
AB =

1

peq
B

∑

a←b

kai1ki1i2 · · · kinbp
eq
b

∑

j1
kj1i1

∑

j2
kj2i2 · · ·

∑

jn
kjnin

, (2.80)

kSS
BA =

1

peq
A

∑

b←a

kbi1ki1i2 · · · kinap
eq
a

∑

j1
kj1i1

∑

j2
kj2i2 · · ·

∑

jn
kjnin

. (2.81)

We use the SS superscript to emphasize that the phenomenological rate constants are

calculated by assuming that the intervening minima are in a steady state. The sums over

jk in the denominator of the above two equations include all minima that are connected

directly to minimum ik and are geometrically distinct from it.

The pathways that start from a minimum a in the A set, go through a certain number

of geometrically distinct minima in the I set, and end at a minimum belonging to the B

set are called discrete paths. The number of steps from a discrete path is defined as the

number of transition states in the min-ts-min-...-min sequence, and is one less than the

total number of minima. One can construct an infinite number of pathways for any discrete

path involving more than two steps, because an arbitrary number of recrossings can take

place between the members of the I set. Note that these recrossings are different from

the ones discussed in Section 2.8.1. However, once the number of recrossings considered

on the discrete path increases, its contribution to the overall steady-state rate constant

quickly diminishes.

By treating all possible transitions from a certain minimum α as independent Poisson

processes,157 the mean waiting time in that minimum is τα = 1/
∑

δ kδα. Considering that

the transition (branching) probability from a minimum α to another minimum β has the

form

Pβα =
kβα
∑

δ kδα
= kβατα, (2.82)

we can rewrite Equations 2.80 and 2.81 to the form

kSS
AB =

1

peq
B

∑

a←b

Pai1Pi1i2 · · · Pinbp
eq
b τ−1

b , (2.83)

kSS
BA =

1

peq
A

∑

b←a

Pbi1Pi1i2 · · · Pinap
eq
a τ−1

a . (2.84)

The products of branching probabilities define a committor probability158 for each tran-

sition (A← B and B ← A, respectively), denoted by CA
b and CB

a . CA
b is the probability

that a random walk that starts from minimum b will encounter a minimum in set A before
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visiting any minimum in the set B.159

Using the committor probabilities, the steady-state phenomenological rate constants

become

kSS
AB =

1

peq
B

∑

a←b

CA
b peq

b

τb
and kSS

BA =
1

peq
A

∑

b←a

CB
a peq

a

τa
. (2.85)

We can define non-steady-state (NSS) rate constants using the same formulation, by

considering a state space that is restricted to the A and B sets:159

kNSS
AB =

1

peq
B

∑

a←b

CA
b peq

b

tb
and kNSS

BA =
1

peq
A

∑

b←a

CB
a peq

a

ta
, (2.86)

where tb is the mean waiting time for transitions between the b minimum and any minimum

in the A or B sets. This formulation implies that tb is always larger or equal to the mean

waiting time from that minimum, τb. In the steady-state approximation, the waiting

times in minima belonging to the I set are negligible, therefore tb → τb.
160

The overall SS rate constants must obey detailed balance: kSS
ABpeq

B = kSS
BApeq

A .96 Any

deviation from the overall detailed balance condition for the calculated rate constants

provides a quantitative way of deciding on the validity of the SS approximation for minima

of the I set.

Several approaches can be used to calculate the overall rate constants. For example,

the committor probabilities CA
b and CB

a can be calculated iteratively using a first-step

analysis,161 while the mean waiting times ta and tb can be obtained by averaging over

multiple Kinetic Monte Carlo (KMC) runs.159,162, 163 The rate constants are calculated in

this case by averaging over mean first passage times (MFPTs) calculated from multiple

KMC trajectories starting from minimum b or a, necessary to reach a minimum in the A

and B set, respectively (τAb and τBa), and have the following form:

kAB =
1

peq
B

∑

a←b

peq
b

τAb
and kBA =

1

peq
A

∑

b←a

peq
a

τBa
, (2.87)

However, such iterative and stochastic schemes scale badly with the size of the database

of stationary points. Even solutions of the master equation that involve diagonalisation

of the transition matrix or weighted subspace projection methods164 encounter numerical

issues when used on large databases, and methods involving matrix multiplication for the

calculation of steady-state rate constants96,155, 165 converge slowly.

In contrast to the above methods, the graph transformation (GT) approach159,160, 166

provides a solution for calculating the rate constants from Equation 2.87 via an exact,

deterministic algorithm. The computational cost for the original GT formulation is in-
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dependent of the temperature and also of the time scale for the slowest relaxation. A

new formulation of the GT approach (NGT) has been published recently,167 that provides

the SS and NSS rate constants as a byproduct, together with the committor probabilities,

while having essentially the same computational complexity as the original formulation.166

We have used both the GT and NGT approaches to calculate rate constants for the in-

terconversion of a model RNA hairpin (Chapter 6).

It is not trivial how to define the mechanism for a process with two-state kinetics,

bearing in mind the large number of possible pathways between the reactant and prod-

uct sets of minima. Using Dijkstra’s shortest path algorithm, it is possible to select the

pathway with the largest contribution to the overall steady-state rate constant. Although

many other pathways might contribute significantly to kSS, in this work we select only the

fastest pathway when characterising the overall kinetics of the model system, because our

coarse-grained models can only be qualitatively compared to experimental results. Meth-

ods such as the recursive enumeration algorithm168 can be used to identify alternative,

kinetically relevant pathways.

2.9 Visualising the landscape: disconnectivity graphs

The features of potential energy landscapes having more than two degrees of freedom are

difficult to represent in a meaningful way. In order to accurately show as much information

as possible from the multidimensional potential energy surface, a reduced representation

must be employed. Disconnectivity graphs42,169, 170 provide a convenient way to visualise

features of the landscape that are related to the thermodynamics and kinetics of a model

system. Such graphs are constructed from a database of minima and transition states

connecting them.

Local minima are divided into disjoint sets, or ‘superbasins’ at regular values for the

potential energy, Uα. Minima within each superbasin can interconvert without exceeding

the threshold potential energy. Pathways between different superbasins must exceed this

threshold. In the disconnectivity graph, each superbasin is represented by a point at

the appropriate energy Uα on the vertical axis. Points for different Uα values are joined

if they share common minima. Each minimum in the database is then represented as

a line that starts from the superbasin the minimum belongs to, and terminates at the

potential energy of that minimum. The lines are then arranged along the horizontal axis

to produce the clearest representation, the horizontal axis therefore is not related to any

order parameter. However, structures belonging to a certain set can be identified and

coloured distinctively on the graph.
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Potential energy disconnectivity graphs do not include information about the densities

of states of transition states or local minima. Using the superposition approximation,

such additional information can be added, and used to calculate local free energies and

thermodynamical and dynamical properties.

It is possible to visualise free energy surfaces as a function of two order parameters

for a system of arbitrary size, but the choice of these parameters directly affects the

representation. In contrast, disconnectivity graphs can be constructed based on local free

energies for each stationary point, without the need for choosing order parameters.

The number of stationary points usually grows exponentially with the number of parti-

cles in a cluster.42 When creating databases of minima and transition states, permutation-

inversion isomers are usually grouped together. For a cluster composed of N identical

particles, the maximum number of distinct permutation-inversion isomers for a certain

geometry is 2N !. This number is reduced only if the stationary point possesses any

point group symmetry elements other than the identity operation (see also Section 2.7.1).

Therefore, if permutation-inversion isomers are not grouped together, the highest estimate

of the total number of stationary points becomes n = 2N !×ndist, where ndist is the number

of stationary points with different energies and geometries that are not superimposable

by any permutation-inversion operation. The value for ndist depends on the number of

particles and the potential used.

In the disconnectivity graphs presented in this thesis, permutational isomers are

grouped together, but for some systems we have distinguished the inverted isomers, in

order to qualitatively study the interconversion between left-handed and right-handed

geometries.

Figure 2.6 shows three disconnectivity graphs constructed from different one dimen-

sional model functions. The first function has a global minimum well separated in energy

from other minima on the landscape, and the barriers leading towards it are relatively

small. This function is a good example for a landscape where relaxation towards the

global minimum is efficient over a wide range of temperatures. The global minimum in

the second function is well defined as well, but the downhill barriers are much larger than

in the first example. The function in Figure 2.6c has minima close in energy, and all

barriers are much larger than the energy difference between the minima.
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a

b

c

Figure 2.6: Model one-dimensional functions (left panel) and disconnectivity graphs con-
structed from them (right panel).42 a, ‘Palm tree’ motif: low downhill barriers towards
the global minimum that is well separated in energy; b, ‘willow tree’ landscape with
larger downhill barriers; c, ‘banyan tree’ landscape, with barrier heights that are much
larger than the typical energy difference between minima, the global minimum is not well
separated in energy from the other minima on the landscape.

methods/figures/disconnectivity.eps


Chapter 3

Self-assembling processes in clusters of

anisotropic particles

In this chapter we discuss the main features of the potential energy landscape

that are associated with ‘structure-seeking’ systems for clusters of anisotropic

bodies. The potentials used herein are single-site coarse-grained anisotropic

potentials, having a large parameter space. By varying the parameters, the

self-assembling behaviour of clusters interacting with these potentials can be

changed, along with the structural properties of the global minima found.

Wherever possible, we compare global optimisation results using the GB and

PY potentials parameterised to give a similar symmetric anisotropic interac-

tion strength. We also postulate a necessary condition that causes particles

to self-assemble into helical strands.

3.1 Characterising self-assembling systems

Structure-seeking systems can be identified by characterising their underlying energy land-

scape.42 Disconnectivity graphs of self-assembling systems, constructed by sampling the

relevant configuration space of stationary points, correspond to the ‘palm tree’ motif (Fig-

ure 2.6a), having a well-defined global minimum and pathways from other minima on the

landscape have low activation barriers. This structure guarantees that self-assembly into

a particular structure is efficient over a wide range of temperature.

The global optimisation process itself can also be a useful tool to shed light on prop-

erties of the underlying energy landscape. By analysing the probability to find a certain

minimum from a random structure, the basins of attraction of the minima can be quali-

tatively characterised. We expect that in an efficiently self-assembling system the global

46
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minimum has the largest basin of attraction. The ‘basin-sampling’ algorithm171 provides

a more quantitative way of estimating the true total energy density of states for a system,

assuming that the frequency of minima visited during the random walk is proportional to

the density. In this chapter we use information accumulated during basin-sampling paral-

lel tempering (BSPT) runs to assess the likely self-assembling character of the landscape,

and also construct potential energy disconnectivity graphs for some examples.

3.1.1 Anisotropy of the building blocks

We classify the building blocks of our coarse-grained model systems into three types,

depending on whether the shape or the interactions involved are anisotropic:

1. Shape anisotropy, interaction isotropy: the building block is represented with

an anisotropic shape such as an ellipsoid, but the interaction strength between the two

surfaces does not depend on their relative orientation, it only depends on the separation

between the two surfaces;

2. Shape isotropy, interaction anisotropy: the building block has a spherical shape,

but the interaction strength depends on the relative orientation of two bodies;

3. Shape anisotropy, interaction anisotropy: the shape of the building block is

anisotropic, and the strength of the interaction also varies with the relative orientation.

3.1.2 Parameter space of the GB and PY potentials

The parameter space of the GB and the PY potentials is very large, and an exhaustive

exploration of all possible combinations of parameters is not feasible. For the sake of

comparison with the Gay-Berne potential in its original form, the building blocks are

identical uniaxial ellipsoids in all cases in this chapter, although with the PY potential

biaxial systems can be studied as well. Chapter 5 contains examples in which the central

ellipsoid is biaxial. For the Gay-Berne clusters, we kept constant the empirical parameters

ν = 1 and µ = 2, and varied the axial ratio σ‖/σ⊥, well depth ratio ǫe/ǫs and the range

parameter σ0, one at a time. For the clusters interacting with the PY potential, the ratio

of the repulsive and attractive semiaxes (a11/a12 and a21/a22) and the range parameter σ0

were varied systematically. Values were chosen to correspond to the axial and well depth

ratios for the GB potential.

The use of different attractive and repulsive shape matrices gives rise to a problem

for the PY potential: the shape of the interaction profile changes dramatically whenever

the difference in the shape matrices is increased (i.e. the difference between the attractive

and repulsive semiaxes is increased). Figure 3.1 illustrates the change of the shape of the

dimer potential as the difference between the attractive and repulsive semiaxes increases.
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Figure 3.1: The shape of the PY potential as a function of σ0 and r for a face-to-face
orientation of two oblate ellipsoids of revolution, as the gap between one attractive and
repulsive semiaxis increases: a11 = a12 = a21 = a22 = 0.5, a13 = 0.15; a and b, a23 = 0.2;
c and d, a23 = 0.3; e and f, a23 = 0.4.
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The potential is plotted as a function of the intercentre distance r and the parameter

σ0 > 3. The two ellipsoids are in an end-to-end (face-to-face) relative orientation. The

increase of the attractive main semiaxis causes the attractive part of the potential to be

more dominant, thus decreasing the finite energy at r = 0. The figure also shows how the

width of the potential well increases with increasing σ0. The location of the minimum is

shifted towards greater intercentre distances.

3.2 Clusters of prolate particles

A common parameterisation used when simulating liquid crystals with the Gay-Berne

interaction potential is an axial ratio of 3 and end-to-end/side-by-side interaction strength

ratio of 0.2. The global minima of such clusters are layered structures, in which the main

semiaxes of the ellipsoids are perpendicular to the layers formed. Figure 3.2 shows such

global minima for cluster sizes N = 13, 26 and 55.

The PY potential effectively removes the ‘artificial ordering force’ discussed in Section

2.2.5. A parameterisation that gives the same energies for side-by-side and end-to-end

orientations as the above Gay-Berne ellipsoids with the same orientation is: repulsive

semiaxes 1.5, 0.5, 0.5; attractive semiaxes 1.407, 0.5, 0.5; σ0 = 1, ǫ0 = 1. For these

parameters the GB global minimum in Figure 3.2a becomes a local minimum having the

same energy as for the GB potential, but the new global minimum is a compact, globular

structure. We find many minima close in energy to the global minimum, which suggests

the presence of a complex landscape with minima that are not present for the Gay-Berne

potential.

One way to get an idea about the ‘shape’ of the landscape is to map out the minima

visited during basin-sampling runs, provided that a large number of minima on the rel-

evant low-energy region of the landscape are encountered. Minima with similar energies

can be grouped together to get an energy distribution function of all the minima visited

during the run. Figure 3.3 shows the energy distributions of a 13-particle cluster with the

parameters described above, interacting with the GB (upper panel) and PY (lower panel)

potentials. The energies were sampled during 105 steps of a BSPT run with 8 replicas

for each system, and reduced temperatures ranging from 1.0 to 5.0. The landscape of the

cluster for the PY potential looks rougher than the one for the GB potential, and the

global minimum of the PY cluster has a much smaller basin of attraction than that of the

GB cluster. The Gaussian-type distribution indicates that relaxation towards the global

minimum on this landscape is not as efficient as in the case of the GB potential. The

GB cluster has a high entropy region containing many minima with similar energies but
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a

b

c

Figure 3.2: Global minima of clusters interacting with the Gay-Berne potential param-
eterised for simulating rodlike liquid crystals. a, N = 13, U = −27.804 ǫ0; b N = 26,
U = −63.069 ǫ0; c N = 55, U = −150.073 ǫ0.

different geometries (the most populated bin in the top part of Figure 3.3). These minima

consist of a flat layer with one or two ellipsoids arranged in a perpendicular orientation

on the top.

Increasing the range of the PY potential has a levelling effect on the landscape: for

σ0 = 10 all minima visited during 105 BSPT steps are within 1/ǫ0 energy units. Some ori-

entational ordering can be observed in the lowest energy structures. The global minimum

for a cluster size of N = 13 looks like two parallel layers of nematically ordered ellipsoids,

with the two directors nearly perpendicular to each other (see Figure 3.4). The observed

levelling effect is a general property of long-range potentials.172 In all these histograms,

the exponential decrease of the frequency of minima visited in the higher energy region is

due to the confinement of the spherical container used to avoid dissociation. We did not

explore dissociated or liquid-like loosely bound phases during these runs.

When studying highly anisotropic particles, a question that arises is how the shape

anisotropy influences the preferred packing. The two potentials employed give different

answers to this question. In molecular systems both the shape anisotropy and the inter-

action strength anisotropy are determined by the structure of the molecule, but in larger

systems it may well be that the interaction strength is isotropic, while the shape of the

particle is not. The equivalent parameterisation of this case for the GB potential is deter-
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Figure 3.3: Energy distribution for a 13-particle cluster from 105 BSPT steps; top: GB
potential, bottom: PY potential. The structures of the global minima are also shown.

smarties/figures/prolatehist.eps


3.2 Clusters of prolate particles 52

U/ǫ0

co
u

n
ts

−68.1 −68.0 −67.9 −67.8 −67.7 −67.6 −67.5 −67.4 −67.3 −67.2

0

2000

4000

6000

8000

10000

Figure 3.4: Energy distribution of low energy minima and the structure of the global
minimum of 13 particles interacting with the PY potential, for σ0 = 10. Minima were
sampled during 105 BSPT steps.

mined by the end-to-end/side-by-side well depth ratio ǫe/ǫs = 1. For the PY potential,

the well depth is the same for any orientation when the attractive and repulsive semiaxes

coincide. The shape anisotropy increases with the main semiaxis of the particles. For

spherical building blocks, both potentials have the same global minima as for Lennard-

Jones clusters of the same size. Once shape anisotropy arises, the GB particles try to

keep their orientation parallel, while the particles in the PY clusters do not exhibit this

behaviour. Hence, the global minimum of a 55-particle cluster for a shape anisotropy

of just 1.2 already exhibits significant orientational order for the GB potential, and no

observed orientational order for the PY potential. Since the preferred orientation of GB

ellipsoids is parallel, a higher anisotropy leads to a high anisotropy in the overall cluster,

while the corresponding PY clusters are roughly spherical. Figure 3.5 shows the lowest

energy structures found for 55-particle clusters, with a particle shape anisotropy of 2.
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a b

Figure 3.5: Lowest energy minima of 55-particle clusters with shape anisotropy of 2.0.
The interaction strength is set to be independent of orientation. a, GB potential, b,
PY potential. The macroscopic aspect ratio of the GB cluster resembles the one of the
individual ellipsoids it is assembled from.

3.3 Clusters of spherical particles with interaction anisotropy

The GB and PY potentials can be used to study clusters in which the shape of interacting

particles is spherical, but the interaction strength is anisotropic in one or two dimensions.

Among these cases, particles that have a preferred, ‘head to tail’-type alignment, are the

most interesting. Such systems tend to form long chains, with particles interacting via

electrostatic or magnetic forces. Model systems interacting with dipolar and isotropic van

der Waals forces were studied recently,173 and it was found that as the strength of the

electrostatic forces acting on the particles becomes comparable to the dispersion forces,

complex structures such as knots and coils emerge.

It seems reasonable to assume that by making the ‘head-to-tail’ well depth (i.e. the

well depth among the ‘main axes’ of the ellipsoids of revolution) considerably deeper than

the well depth in the two other directions, while keeping all axes of the same length, the

particles in such clusters will be arranged in a columnar fashion. Highly anisotropic global

minima are found with both potentials parameterised in this way, but the type of packing

differs.

The GB clusters with ǫe/ǫs = 10 prefer an icosahedral-type close packing, and a

parallel orientation of the ‘main axes’. However, the packing type changes with increasing

size to hexagonal close packing. Figure 3.6a shows the global minimum for N = 27,

which is a perfect trigonal antiprism (D3d symmetry). The main semiaxes of all particles,

along which the interaction is stronger, are parallel with the C3 axis of the cluster. In

contrast, the PY cluster particles prefer ‘head-to-tail’ alignments along their main axes,
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top view
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Figure 3.6: Global minima of clusters in which the spherical particles have a stronger
interaction along one axis. a, GB potential: N = 27, D3d symmetry; b and c, PY
potential: N = 12 and 18, twisted helical strands.

for parameters that give a similar interaction strength ratio (repulsive semiaxes: 0.5,

0.5, 0.5, attractive semiaxes: 0.58, 0.5, 0.5). The global minima of these clusters are

assembled from strands that are twisted. The twist causes the appearance of a helical-

type symmetry. Figure 3.6b shows such a helical, three-stranded global minimum for

N = 12. With increasing N , more strands appear, trying to orient themselves to get in

contact with two adjacent strands (Figure 3.6c).

3.4 Clusters of oblate particles

The stacking interaction between organic molecules of planar geometry can be readily

modelled with coarse-grained anisotropic potentials. Many of these molecules exhibit

stacked, columnar structures in bulk. The stacking interaction is very important in bio-

chemical systems as well: certain conformations of proteins and the helices of nucleic

acids are stabilized by stacking interactions between fused rings. The most commonly

used potential for studying the phase transitions of discotic liquid crystals is the GB

potential, parameterised in such way that the interaction strength corresponding to the

smarties/figures/spherepackings.eps
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Figure 3.7: Global minima of clusters assembled from discoids, interacting with the GB
potential. a, D3d symmetry, ǫe/ǫs = 0.2; b, C2h symmetry for the centres of mass,
ǫe/ǫs = 1; c, columnar structure, ǫe/ǫs = 1.6; d, columnar structure for N = 26, ǫe/ǫs = 5.

stacked structure (face-to-face) orientation is about five times stronger than the side-by-

side orientation. With this potential, the most stable phase found for such systems was

columnar at low temperature,174,175 which is in agreement with experimental observations

on disklike molecules.176

When keeping the anisotropy ratio of the discoids fixed at 0.3, and gradually increasing

the face-to-face/side-by-side (ǫe/ǫs) interaction strength ratio, we find that the packing in

the global minima changes significantly. For ǫe/ǫs < 1, the packing is distorted icosahedral

(D3d symmetry), which changes into another distorted icosahedral-type packing of lower

symmetry (C2h for the centres of mass) starting from ǫe/ǫs = 1 up to 1.6, after which

various columnar structures are preferred (see Figure 3.7a-c). For the frequently used

strength ratio of five, the global minima of such clusters are columnar, with parallel stacked

columns of discoids arranged in such a way that the adjacent columns interpenetrate, using

the free space available between two stacked discoids (Figure 3.7d).

3.4.1 Self-assembling helical structures

Using the PY potential to model the interaction between discoids results in global minima

with exotic geometries when the potential is parameterised to yield the same face-to-

face/side-by-side well depth ratios as in the above cases. A uniform well depth in every
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direction leads to global minima assembled from stacked columns that are bent in a way

that allows the formation of half rings (arcs), which are arranged in a perpendicular

fashion around a centre (Figure 3.8a). Lowering the face-to-face strength well depth

leads to structures that are bent and arranged around one axis, so that the centres of

the discoids form a double helix. While the arcs forming between some ellipsoids are a

general feature of such clusters, the optimal packing for a larger number of particles is

not helical, but a more compact structure containing perfectly stacked ellipsoids as well.

Figure 3.8b shows the double helical global minimum of 13 particles having a five times

greater side-by-side well than for the face-to-face orientation. For 36 particles (Figure

3.8c), the global minimum has perfect tetrahedral symmetry, and contains ellipsoids in

two environments: stacked and arcs. Two types of strong pair interactions are stabilizing

this structure: those between two adjacent members of the same arc, and one member of

an arc interacting with an ellipsoid aligned along the principal axes of the tetrahedron.

For this parameterisation, all helical minima we have located contain two strands. We

did not find any single-stranded helical minima, nor helices containing more strands than

two. The side-by-side interaction between ellipsoids in the two strands is essential for the

stability of the structure.

Figure 3.9 shows a disconnectivity graph for a 14-particle PY cluster having stronger

side-by-side interactions (parameters as in Figure 3.8b and c). The landscape has an

overall palm tree structure, with some frustration, containing low-energy minima that are

separated by relatively high barriers from the main funnel, compared to other minima on

the landscape. All low-energy minima are double helices, containing a varying number of

particles in the strand or having one strand offset with respect to the other one along the

main axis of the cluster. Although the landscape does not correspond to self-assembly

into a unique structure, assembly into a range of helical geometries should still be effective

over a wide range of temperature, since there are no low-energy minima with morphologies

other than double helical.

In Figure 3.4 it was shown that the distribution of minima for clusters with an increased

σ0 value indicates a ‘smoother’ transformed surface than for σ0 = 1, and the basin of

attraction of the global minimum is also increased. This observation anticipates that

by choosing appropriate parameters, energy landscapes with a small number of minima

can be ‘constructed’. Global optimisation does not provide any information about the

energies of transition states connecting different minima, but because of the ‘smoother’

shape of the interaction potential for high σ0 values, they are expected to be generally

lower than for small σ0.177 Thus, relaxation towards the global minimum on a smooth

surface with a relatively small number of minima would be efficient over a wide range of
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a b

c

Figure 3.8: Alternative views of the lowest energy minima of small clusters containing
discoids interacting with the PY potential. a, N = 10, the interaction strength is equal
in every direction; b, double helical structure for N = 13, with a parameterisation corre-
sponding to a strength ratio of 0.2 (repulsive semiaxes: 0.15, 0.5, 0.5, attractive semiaxes:
0.06, 0.5, 0.5), with the two helices coloured differently; c, N = 36, parameters as in b,
the global minimum has a tetrahedral symmetry in this case. Ellipsoids that are aligned
along the C3 axes of the tetrahedron are coloured in blue.

temperatures, which is a prerequisite for self-assembly (see Section 1.1).

For a certain parameterisation of the PY potential (repulsive semiaxes: 0.15, 0.5, 0.5,

attractive semiaxes: 0.4, 0.5, 0.5), in which the attractive and repulsive main semiaxes

differ significantly in one direction, the attractive part of the potential dominates for any

intercentre distance greater than 0, if σ0 = 1. This causes ‘cold fusion’ of the particles,

but with increasing σ0, the potential eventually recovers the well, with the minimum at

physically realistic intercentre distances. A consequence of increasing the range of the

potential is that the well gets broader (see also Figure 3.1).

Figure 3.10 shows the interaction potential as a function of the intercentre distance

for two discoids in the face-to-face and side-by-side orientations, using the shape matrices

with the same semiaxes as above, and setting σ0 to 30. The potential is unrealistically
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Figure 3.9: Disconnectivity graph for N = 14 PY ellipsoids. Only minima that have
at least three connections to other minima in the database are displayed. The global
minimum is a double helix with seven ellipsoids in each strand. Nodes corresponding to
left- and right-handed structures are shown separately.
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Figure 3.10: Side-by-side (red) and face-to-face (blue) interaction curves as a function of
the intercentre distance for two discoids interacting with the PY potential, σ0 = 30. The
repulsive semiaxes are 0.15, 0.5, 0.5, the attractive semiaxes are 0.4, 0.5, 0.5.

soft along the main semiaxes, with a negative value even at r = 0. The figure also shows

that for these parameters the face-to-face well depth is slightly larger than the side-by-side

depth, and it is shifted to smaller intercentre distances. The two curves converge, showing

that the potential becomes isotropic at large separations.

The lowest energy configurations of clusters of particles interacting with the above

parameterised potential exhibit long-range ordering, having helical symmetry, and the

disks oriented parallel to each other. Since the interaction has a long range, the intercentre

distance between two adjacent discoids is dependent upon the net interaction strength

acting on each particle, i.e. in single-stranded helical structures the particles in the middle

of the helix are closest to each other. The average intercentre distance becomes smaller

as the size of the cluster increases, which will eventually result in overlap because of the

soft repulsive core of this potential. Hence, for larger systems, the value of σ0 needs to

be increased to avoid overlapping geometries. This property of the potential makes it

impossible to construct helices of infinite length using periodic boundary conditions.

We found that the helicity of the global minima is an intrinsic property of the original

PY potential for the above parameters, independent of size, for any σ0 > 5 (below this
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value the potential is highly attractive, causing overlap even at N = 2). The reason for

this rather unexpected behaviour is that for two discoids having a stronger face-to-face

interaction than for the side-by-side arrangement, the optimal arrangement is not a per-

fectly aligned (either stacked or side-by-side) orientation, but a shifted configuration. In

perfectly aligned arrangements the interaction potential does not have terms contribut-

ing from the perpendicular semiaxes, but all three semiaxes contribute to the potential

in non-symmetric arrangements. Hence, the shifted stacked orientation will have a lower

energy than the aligned configuration, in contrast to the GB potential, where aligned con-

figurations are clearly preferred. The perfectly stacked configuration of two PY ellipsoids

has to be a stationary point due to its symmetry, and we find that such configurations

are stationary points of Hessian index two, with two degenerate negative eigenvalues, and

eigenvectors pointing towards shifted stacked configurations. This result in turn gives rise

to symmetry breaking, hence the preference of shifted stacked arrangement.

The energy landscapes of such clusters have relatively few minima, with large basins

of attraction. Even for N = 55, the global minimum of the system is found within

the first 10 basin-hopping steps starting from a random geometry. Such helical global

minima can therefore be termed ‘self-assembling’. Figure 3.11 shows how the helices are

‘built up’ with increasing the cluster size. The first ‘helical-like’, enantiomeric structure

appears at N = 4. When starting the global optimisation from the lowest minimum of the

previous cluster size, and adding an ellipsoid in a random position, the global minimum

first encountered has the same chirality as the smaller cluster. This result suggests that

high barriers (and high energy minima) separate the basins of attraction of left- and

right-handed helices for such systems.

The radius of the helices can be increased by lowering the repulsive main semiaxes of

the particles, and hence increasing the shape anisotropy. Figure 3.12 shows a disconnec-

tivity graph constructed for a 20-particle cluster with repulsive main semiaxes of 0.05,

attractive main semiaxes of 0.4, σ0 = 18. The global minimum is a single-stranded helix

having a considerably larger radius than the one in the previous parameterisation. Even

when distinguishing chiral structures, we found only 360 minima on the landscape after

extensive sampling. The disconnectivity graph corresponds to a perfectly self-assembling

system, having two funnels corresponding to left-handed and right-handed structures,

respectively, separated by a high barrier.

The CPU time necessary to compute the value of the pair potential for any relative

orientation depends strongly on the difference between the attractive and repulsive semi-

axes: the greater the difference, the more steps the internal cycle has to do in order to

find the maximum of the S(λ) function for both the attractive and repulsive ellipsoids.
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Figure 3.11: Helical global minima of clusters assembled from discoids. For N = 2, the
preferred configuration is shifted ‘stacked’. Starting from N ≥ 4, the symmetry plane
disappears, and chirality emerges. The parameters are: σ0 = 13, repulsive semiaxes:
0.15, 0.5, 0.5; attractive semiaxes: 0.4, 0.5, 0.5. The helical structure gets more compact
with increasing cluster size, while the radius of the helix does not change.

Luckily, the self-assembling structure of the landscape makes global optimisation suc-

cessful even for a small number of basin-hopping steps. In fact, for N = 20 less than

ten basin-hopping steps starting from a random configuration are sufficient to locate the

helical global minimum.

The disconnectivity graph for N = 30 (Figure 3.13) has multiple low-energy minima

well separated from the rest of the landscape, and very close in energy to the global

minimum. These minima can interconvert via very low barriers, so this region of the

landscape is also entropically favoured. Well-defined global potential energy minima are

usually lower in entropy than higher energy structures that can easily interconvert. This

model cluster corresponds to a self-assembling helical system in which the region of low-

energy minima is predicted to be higher in entropy than other minima on the landscape,

with both the energy decrease and the entropy increase favouring the assembly. In the

global minimum, ellipsoids in the middle region of the strand are arranged so that two

ellipsoids form closely stacked ‘dimers’, well separated in space from other ‘dimers’. The

energy difference between two and three closely stacked ellipsoids is very small, therefore

the other low-lying minima on the landscape are combinations of ‘dimers’ and ‘trimers’
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Figure 3.12: Disconnectivity graph for N = 20 uniaxial PY ellipsoids, with repulsive and
attractive main semiaxes a11 = 0.05 and a21 = 0.4, respectively. All minima found during
the path sampling run are displayed. The global minimum is a single-stranded helix.
Nodes corresponding to left- and right-handed structures are represented separately.
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in different parts of the helical strand.

On increasing the size of the cluster, complex helical structures start to emerge: double,

triple, and quadruple helices become energetically more favoured than single-stranded

helices, depending on the parameterisation adopted and on the size of the system. All

such structures, and the small number of basin-hopping steps required to find the global

minimum, suggest a self-assembling landscape for each system. The disconnectivity graph

for a 55-particle cluster having a four helix geometry is shown in Figure 3.14.

Several parameters of the potential determine the maximum length of the helices,

beyond which multiple helical arrangements are preferred. The length of the repulsive

main semiaxis and the well width parameter σ0 both influence the helical dimensions: the

20-particle cluster in Figure 3.12 becomes double-stranded if the repulsive main semiaxis is

increased. On the other hand, multiple helices may be further stabilized by the long-range

attractive interaction, which is determined by σ0.

It is interesting to note that molecular self-assembling systems that are highly

anisotropic in one dimension (also termed supramolecular one-dimensional objects) of-

ten have helical symmetry. The building blocks of such helical objects are held together

by metal ligation, hydrogen bonding, or aromatic π-π stacking.9,178, 179 Simple molecules

such as oligopyridines180 can act as helicating ligands. It was found experimentally181

that a certain discotic triester crystallizes in a single-stranded helical arrangement, in

which the neighbouring benzene rings are stacked in an offset geometry. Thus, if this

molecule was represented as a discoid, the preferred orientation of two molecules in the

crystal would be a shifted stacked orientation, which is the preferred geometry for the

PY potential. Clearly, the interaction between two triester molecules in the crystal is

the net sum of highly orientation- and distance-dependent interactions, such as hydro-

gen bonding, stacking, electrostatic attraction, and repulsion, and the coarse-grained PY

potential would not be able to model them individually. However, the observed anal-

ogy with the helical global minima we have found suggests that the crystallization of

the triester is a self-assembling process driven by long-range (electrostatic) interactions

that become anisotropic as the intermolecular distance decreases. In the first step these

interactions would orient the discotic molecules to be parallel, then the shorter range

dispersion, H-bonding and stacking interactions would ‘fine-tune’ the structure, resulting

in the observed shifted stacked configuration.

One major disadvantage of the way the potentials were used here is that there was no

cutoff specified for any system presented in this chapter. Both the GB and PY potentials

become isotropic at large separations, so a cutoff depending on the σ0 parameter could

be employed. With such a cutoff, large systems having short-range interactions could be
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Figure 3.13: Disconnectivity graph for N = 30 uniaxial PY ellipsoids, with repulsive
and attractive main semiaxes a11 = 0.05 and a21 = 0.4, respectively. Only minima that
have more than three connections with other minima are displayed. Many single-stranded
helical minima are present in the lowest energy region in the graph, having similar energies
and geometries. Nodes corresponding to left- and right-handed structures are represented
separately.
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Figure 3.14: Disconnectivity graph for N = 55 uniaxial PY ellipsoids, with repulsive
and attractive main semiaxes a11 = 0.15 and a21 = 0.4, respectively (σ0 = 30). Only
minima with more than three connections to other minima in the database are included.
The global minimum is a quadruple helix. Nodes corresponding to left- and right-handed
structures are represented separately.
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studied effectively, but it would have little effect on the helical PY clusters with long-

range interactions. Apart from the precessing helical structures, we have found other

helical global minima in which the range of the potential is small (σ0 = 1), and the

ellipsoids are stacked in a similar fashion as for the results presented above. However,

due to the short range, we predict that such systems have a more complex landscape.

Parameters that give a double helix as the global minimum for N = 13 particles are

a11 = 0.14, a12 = a13 = 0.5, a21 = 0.2, a22 = a23 = 0.44.

3.5 Summary

In this chapter we have shown the main differences between clusters parameterised with

the GB and PY potentials. By selectively exploring the parameter space of both poten-

tials, we found that in terms of packing of ellipsoidal bodies, the PY potential is more

realistic, since it does not prefer perfectly aligned configurations.

Using the PY potential to model clusters of disk-shaped particles with long-range inter-

actions, helical global minima were reliably located whenever the favoured dimer geometry

is a shifted stacked configuration. This simple diagnostic suggests a design principle that

might be exploited in future work. Monodisperse systems containing disklike colloidal

particles could perhaps be manipulated to self-assemble into helices by varying parame-

ters such as the particle size and anisotropy. Our results indicate that for the efficient

formation of helical structures, the primary requirements are the anisotropy of the par-

ticles and long-range interactions that become anisotropic as the intermolecular distance

decreases. Such systems not only possess helical global minima, but also exhibit potential

energy landscapes that are known to result in reliable self-assembly over a wide range

of conditions. The corresponding systems are predicted to be both thermodynamically

stable and kinetically accessible.



Chapter 4

Self-assembly of highly symmetric shells

from pyramidal building blocks

We present new rigid body potentials that should favour efficient self-assembly

of pentagonal and hexagonal pyramids into icosahedral shells over a wide

range of temperature. By adding an extra repulsive site opposite the existing

apex sites of the pyramids considered in a previously published model,182

frustrated energy landscapes are transformed into systems identified with self-

assembling properties. The extra interaction may be considered analogous to

a hydrophobic-hydrophilic repulsion, as in micelle formation.

4.1 Introduction

The structure of a biological macromolecule generally plays a key role in determining

function, and is usually achieved through self-assembly of molecular building blocks. The

spontaneous assembly process of viral capsomers into well-defined capsids is the subject

of significant experimental and computational research efforts.183 Although the majority

of viral capsids, assembled from multiple copies of protein monomers or oligomers, are

spheroidal with icosahedral symmetry,17 a rich variety of non-spherical shapes are also

known.18,184 Being able to design efficient self-assembling systems from subunits anal-

ogous to virus capsomers is an active field of investigation in nanotechnology.1 Also,

disrupting self-assembly pathways for virus capsids is an important target for potential

antiviral drugs.185,186 In both cases, understanding the driving forces and pathways of

self-assembly is crucial. Several different self-assembly mechanisms have been found ex-

perimentally,39,187, 188 even for viruses with similar capsid geometries.

In order to treat systems of tens of thousands of atoms computationally, significant
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coarse-graining is clearly needed. A coarse-grained virus capsid model should not only

reproduce the self-assembling character of the capsid shell, but should also be based on

reasonable physical assumptions for the forces acting between capsid units (capsomers).

The self-assembly process is partly driven by the interactions between capsomers, and

by coarse-graining we assume that internal structure within each building block can be

neglected. However, some studies have shown that internal vibrational motions of the

capsomer protein subunits have a significant role in defining the ‘breathing’ modes of the

already assembled virus capsid,189 potentially having implications in processes such as

RNA transcription and infection of a host cell. Our main aim is to gain insight into the

most generic features of the underlying potential energy surfaces for shell assembly.

In the next two chapters we present two rigid-body capsid models that we have de-

veloped recently. The first model is based on previous work,182 and has been modified

in order to reproduce various experimental results for virus capsids more realistically,

enhancing the self-assembling behaviour of model pentameric and hexameric pyramids

into icosahedral shells. The second model is built conceptually upon the modification

employed in the first model, but it uses ellipsoidal building blocks at the base instead

of regular pentagons and hexagons. We find that this latter model successfully supports

virtually all morphologies relevant in viral capsid assembly.

4.2 The model

In the current model, capsomeric building blocks are represented by rigid, multi-site

hexagonal and pentagonal pyramids. These pyramids could correspond to protein sub-

units assembled into pentagonal or hexagonal geometries. There is experimental evidence

of virus assembly pathways that proceed through the formation of independent pentamers

and hexamers as a first step.38,39 Each pyramid, depending on its pentameric or hexam-

eric symmetry, has five or six sites arranged as a regular polygon around the base, and

two apex sites on opposite sides of the plane defined by the basal sites. As in the pre-

vious model,182 the basal sites interact with basal sites of other rigid bodies via a Morse

potential. The inherent curvature of the shell and excluded volume effects are determined

by the interaction between the primary apex sites. These sites interact with each other

via a repulsive Lennard-Jones term. In addition to the primary apex site, each pyramid

has a secondary apex site, interacting only with the primary apex sites of other pyra-

mids via another repulsive LJ term. It is important to note that this new apex site does

not interact with the apex sites of the same type on other pyramids. Hence there is an

inherent repulsion between the primary and secondary apex sites, resulting in preferred
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Figure 4.1: Left: Definition of the interactions between the apex sites of two pyramids.
Primary apex sites are coloured in red. Right: geometrical properties of a pentagonal
pyramid.

orientations similar to the arrangement of amphiphilic molecules in micelle formation.

The total interaction energy between two pyramids is then

U = ǫrep

(

σ

Rax

)12

+ ǫrep

2
∑

i=1

(

σ

Ri

)12

+ ǫ
∑

j

∑

k

(eρ(1−Rjk/Re) − 2)eρ(1−Rjk/Re), (4.1)

where Rax is the distance between the two primary apex sites, Ri is the distance between

a secondary apex site and the primary apex site on the other capsomer, and Rjk is the

distance between sites j and k, j running over the basal sites on the first capsomer, while

k runs over the basal sites on the second. Re is the equilibrium pair distance for the Morse

interaction. The Lennard-Jones range parameter σ is defined as

σ = Re + r

√

(
√

5 + 5)

2
, (4.2)

where r is the radius at the base of the capsomer (Figure 4.1). This range parameter

was chosen in the original model to minimise repulsion between two adjacent pentameric

capsomers packed in a T = 1 icosahedral shell. In our model, we have kept the same

expression for the range parameters as in the original publication,182 and expressed all

parameters and energy values in units of Re and ǫ. We have also retained the values

for the Morse parameter, ρ = 3, and the definition of the LJ range parameter from the

original model,182 together with the radius of the pentameric subunits r = 5, but we

employ ǫrep as a variable parameter. The variables for the new model are therefore ǫrep,

h1ax and h2ax, the latter two quantities being the heights of the primary and secondary

apex sites, respectively. The repulsive interactions between two pentagonal pyramids are

illustrated in Figure 4.1.

Since the Morse potential employed for the site-site interaction allows for dissociation,

capsids/figures/pyramids/fig1.eps
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we define structures as dissociated when the distance between the closest Morse sites

of two adjacent bodies is larger than 4Re. Strictly speaking, the dissociated capsomer

is still loosely bound, because the potential is not truncated at a cutoff distance. In

adopting the above functional form our aim is to identify the simplest parameter sets

that produce intermolecular potentials corresponding to efficient landscapes for assembly

of symmetrical shells. Of course, the intersite pair potentials are physically motivated in

terms of short- or long-range hydrophobic/hydrophilic interactions. The Morse potentials

provide a particularly convenient functional form that allows us to tune the range of the

interactions.172

The number of different environments that protein subunits occupy within an icosa-

hedral capsid is described by the triangulation number,190 which can take values of

T = h2 + hk + k2, h and k being any non-negative integers. In this scheme icosahe-

dral virus capsids have 60T protein subunits consisting of 12 pentamers and 10(T − 1)

hexamers.

We have explored the potential energy landscape of two model systems with triangula-

tion numbers T = 1 and T = 3 with this model. T = 1 capsids are assembled from twelve

pentameric subunits, while T = 3 capsids contain twenty hexamers and twelve pentamers.

The shell dissociation and association pathways for a system of 24 pentagonal pyramids

was also investigated for a parameterisation that prefers shells of higher curvature. The

databases of minima and transition states linking them together on the potential energy

surface were constructed using a systematic single-ended search method,102,107, 191 and

double-ended methods discussed in Section 2.6.2.

To visualise the potential energy landscape of the model capsids, disconnectivity

graphs were constructed from the database of minima and transition states.

Figure 4.2b shows the global potential energy minimum for two pentagonal pyramids

with h1ax = h2ax = 0.75r and ǫrep = 0.5. The presence of the secondary repulsive apex

site results in a dimer configuration in which the angle between the two planes defined by

the rigid body sites is somewhat larger than for the dimer interacting with the original

potential (hax = 0.75r, ǫrep = 0.5, Figure 4.2a). This simple two-body system has four

bound minima for the original potential, and only two with the new potential, excluding

permutational isomers. The energetics depend on the number of basal site interactions

and on the distances between the apex sites: the lowest minima have one side of each

pentamer interacting strongly (two basal sites), the second-lowest minima have only one

strong basal site interaction. For the original potential, there are two additional higher

energy minima, namely a structure with two basal sites interacting on each unit, with one

pentamer inverted, and a sandwich-like structure with C5v symmetry. Neither of these
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a b

Figure 4.2: Geometries for the lowest minima for two interacting pentameric capsomers
with a, the original potential and b, the new potential containing an extra repulsive apex
site.

structures is a stationary point when the extra apex site is added to the model, because

of the proximity of the secondary apex site to the primary apex site of the other pyramid.

The potential energy landscape of the clusters is significantly affected by the repulsive

interactions introduced by the additional apex sites. Two parameters can be adjusted in

order to maintain the overall attraction of the pyramids relative to the dissociated state:

ǫrep can be decreased, and/or the repulsion between apex sites in the icosahedral geometry

can be decreased by increasing h2ax. For T = 1 shells it was sufficient to decrease the

repulsive parameter ǫrep to obtain comparable energies with the previous model, while

keeping h1ax = h2ax. However, the curvature of the shell for T = 3 is smaller, and because

of the larger size of the system, it was also necessary to increase h2ax, effectively burying

the new apex sites deeper inside the icosahedral shell. The maximum apex site height we

have considered is h2ax = r.

4.3 T = 1 capsids

In the original model182 it was found that for a range of apex site height parameters h1ax,

the global minimum of a cluster assembled from 12 pentagonal pyramids has icosahedral

symmetry. However, based on the height of the apex site, the character of the underlying

energy landscape changed. For h1ax = 0.5r, the ‘palm-tree’ structure of the disconnectivity

graph indicated strong structure-seeking properties.42,170 When the height of the apex

site was increased or decreased, the driving force for self-assembly was reduced. For

h1ax = 0.75r, low-energy minima appeared containing overlapping capsomers or a pyramid

pointing towards the inside of the icosahedral shell. The latter minimum is separated

by a large barrier from the main potential energy funnel, therefore acting as a kinetic

trap, inhibiting efficient relaxation towards the global minimum. Since structures with

capsids/figures/pyramids/fig2.eps
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Figure 4.3: Disconnectivity graphs for the T = 1 system: a, original 5 + 1 site model,182

b, new model with an extra apex site. Note that the energy scale is different, due to the
change in the net repulsive interactions in the two models.

‘flipped’ capsomers are unphysical, using a potential that excludes such geometries as

minima should increase the self-assembling character of the landscape, provided that the

global minimum of the new capsid model remains icosahedral in symmetry.

Figure 4.3a shows a disconnectivity graph for a cluster of 12 pentameric units interact-

ing with the parameters of the previous model: r = 5, h1ax = 0.75r, ǫrep = 0.5, recreated

from the database used in the original publication.182 When the new site is added to

the potential, the frustration in the landscape is effectively removed for a similar set of

parameters (Figure 4.3b): r = 5, h1ax = h2ax = 3.75, ǫrep = 0.28. The disconnectivity

graph created with the new model corresponds to a characteristic ‘palm-tree’ motif,42,170

with the icosahedral geometry retained as the global minimum. For both disconnectivity

graphs, nodes corresponding to the lowest 2000 minima are displayed. We did not find any

minima with ‘flipped’ capsomers in the database for the new model. Since this potential

has more long-range interactions than the original one, the levelling effect of long-range

interactions on the landscape172,192 can also be observed when comparing the two graphs.

capsids/figures/pyramids/fig3.eps
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Figure 4.4: Disconnectivity graphs for the T = 3 system: a, original model,193 rp = 5,
h1ax,p = 0.5rp, h1ax,h = 0.5rh, ǫrep,hh = ǫrep,pp = ǫrep,ph = 0.5. b, New model with an
extra apex site. The parameters that differ from the ones used in the original model are
h1ax,p = h1ax,h = 0.5rp, ǫrep = 0.4, h2ax,p = h2ax,h = 5.

4.4 T = 3 capsids

The T = 3 shell can be constructed from 12 pentagonal and 20 hexagonal units. In order

to obtain a good geometric packing between different building blocks, the base edges of

the pentamers and hexamers must be of equal length. The ratio of the base radii was

therefore fixed to rh/rp = 2 sin 36◦, where rh and rp are the radii of the hexamers and

pentamers, respectively. The other parameters of the hexamer were kept the same as for

the pentameric units defined above. The range parameter for the hexamer-pentamer basal

site interaction was defined by the arithmetic mean of the individual pentamer-pentamer

and hexamer-hexamer range parameters, i.e. σph = 0.5(σpp + σhh).

It was found previously193 that because of the lower curvature of the shell, local minima

having inverted (‘flipped’) geometries were more abundant than for the T = 1 shell

when the original model was used. The disconnectivity graphs show that such systems

are somewhat frustrated, exhibiting low-lying minima separated by high barriers from

capsids/figures/pyramids/fig4.eps
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the global minimum. The high barriers are associated with the inversion of a pyramid.

Figure 4.4a shows a disconnectivity graph for the landscape of such a system, recreated

from data used in a previous publication.193 The addition of an extra site changes the

character of the landscape significantly. Flipped geometries are not found in any of the

parameterisations considered, and this property is sufficient to transform the landscape

into an almost unfrustrated topography (Figure 4.4b). The second-lowest minimum on the

graph corresponds to a correctly assembled T = 3 icosahedron, with one hexameric unit

positioned further away from the shell. The hexameric unit is loosely bound to the system.

Low normal mode frequencies appear for this structure, corresponding to rotational and

translational motions of the loosely bound unit in the dissociated limit. Small side-funnels

are observed for both the old and new potentials, corresponding to incorrectly positioned

subunits in the shell. Other parameterisations were also considered, with similar results.

The almost unfrustrated character of the landscape for the new parameterisation is only

altered for parameter choices that result in non-icosahedral global minima or involve more

repulsive character than the parameterisation presented above.

4.5 Pathways for shell association and dissociation

There is experimental evidence for the formation of different virus capsid morphologies

from the same building blocks depending on various experimental factors (pH, salt con-

centration),38 not necessarily having icosahedral symmetry. Since virus capsid assembly is

a dynamical process, capsid shell aggregation or dissociation of larger shells into partially

or completely closed smaller shells is possible. For 24 pentagonal pyramids the present

model was found to support a snub cube structure previously identified in self-assembly

studies of Polyoma virus,38 which was also reported for a model of capsomers confined

to a sphere.194 It is noteworthy that this morphology also emerges spontaneously in the

present unconstrained model. We employed the discrete path sampling technique96,165 to

find kinetically relevant pathways between the snub cube octahedral structure of a shell

assembled from 24 pentagonal pyramids and two T = 1 icosahedra containing 12 particles

each.

For consistency, we have used the same parameter set as for the T = 1 system shown

in Figure 4.3b. The lowest energy minimum found in the vicinity of the snub cube

configuration is a distorted shell, with the system adopting a higher curvature than the

octahedral structure. The global minimum of this system was found to be the dissociated

structure composed of two T = 1 shells. By decreasing h1ax, the octahedral structure can

be made lower in energy than the distorted shells, even competing with the energy of the
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T = 1 dimer. However, our aim is to suggest a possible mechanism that might occur

during shell association (and dissociation) processes, while describing qualitative features

of the underlying energy landscape. Using a parameter set that favours dissociation into

smaller shells with higher curvature creates a driving force for the process.

To explore the landscape of the 24 ↔ 2×12 system, a database of minima and transi-

tion states was built up progressively by trying to connect minima already in the database

with the doubly-nudged130 elastic band195 method (2.6.2). The endpoints used in the

double-ended searches were selected from the database using the Dijkstra132 algorithm

(Section 2.6.3), based on a power weighted distance metric. After an initial connection

had been made between the two morphologies, the database was refined in order to find

kinetically relevant pathways and remove frustration present in the initial sampling. Fig-

ure 4.6 shows the energy profile along the path with the largest contribution to the overall

steady-state rate constant96 for the dissociation process, ignoring recrossings.165 The en-

ergy profile contains a sequence of connected stationary points (min-ts-min-ts-...-min).

The overall shape of the fastest pathway indicates phenomenological two-state kinetics.

The energy barriers at the beginning of the pathway are associated with rearrangements

of the snub cube geometry leading to lower energy distorted minima, with higher overall

curvature. The dissociation process itself can be traced to a single transition state in

the pathway (at n = 138), which is highly asymmetric in character. The minimum corre-

sponding to the bound structure undergoes a relatively small structural change associated

with a high energy barrier, and relaxes by dissociating. The energy of the dissociated min-

imum remains close to that of the corresponding transition state. Figure 4.7 shows the

energy profile for the transition state involved in the structure dissociation process. The

horizontal axis in Figure 4.7 numbers snapshots along the rearrangement, and in this way

shows the asymmetry in path length corresponding to this transition state. The rest of

the complete pathway after the dissociation generally involves low barriers, proceeding

downhill to the formation of the two T = 1 icosahedral shells.

To visualise the main features of the energy landscape for this dissociation path,

we have constructed a disconnectivity graph from all connected minima found during

discrete path sampling (Figure 4.5). There are two main funnels in this graph. The

almost unfrustrated funnel holds dissociated structures, with the T = 1 capsid dimer at

the global minimum, while the lower part of the funnel with less self-assembling character

contains mostly structures that are considered bound, having distorted snub cube-like

shell geometries as low energy minima, and also some higher energy bound structures

with one pyramid dissociated.
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Figure 4.5: Disconnectivity graph for a system of 24 pentagonal pyramids.
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Figure 4.6: Energy profile of the fastest path for the dissociation of an octahedral closed
shell assembled from 24 pentagonal pyramids, consisting of min-ts-min-ts... sequences.
n numbers the stationary points along the pathway. The structures of the two endpoint
minima are illustrated, as well as the asymmetric transition state (at n = 138) involved
in the dissociation of a high energy bound structure.

4.6 Summary

Pathways from high energy minima to the global minimum were found to exhibit highly

cooperative rearrangements for shells composed of suitably parametrised pentagonal and

hexagonal building blocks. For the new parameterisation, even the high energy minima

consist of pyramids oriented in a ‘polarised’ fashion, where the new secondary apex sites

point away from the primary apex sites of other pyramids. The lack of interaction between

the secondary apex sites facilitates curvature in the assembling shell, which can continue

self-assembling due to the attractive Morse interactions between sites already in favourable

orientations. This assembly process strongly resembles pathways observed for micelle

formation.196–199

Various alternative views have been discussed for the driving force behind virus capsid

assembly. The main consensus is that (screened) electrostatic interactions play a signif-
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Figure 4.7: Energy profile for the transition state corresponding to the dissociation step of
a bound state along the fastest path. The variable m numbers snapshots along the path,
displaced from the transition state. The transition state is at m = 0, and corresponds to
the stationary point n = 138 in Figure 4.6. The structures for the three stationary points
involved in this process are also illustrated.

icant role in the assembly process itself, but the effect of hydrophobic interactions has

been interpreted differently199–201. Based on our current model, we would expect that

effective hydrophilic-hydrophobic repulsion also has a role in defining the self-assembling

character of a capsid.
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Chapter 5

Complex structures from soft anisotropic

building blocks

In this chapter we present a simple, yet generic, unconstrained model, based

on two-body anisotropic interactions, which contains all the features neces-

sary for self-assembly into a wide variety of shapes found in nature. We show

that the main factor determining the shape of such macromolecular assemblies

is the directionality and strength of the anisotropic interaction between the

building blocks. By identifying and analysing the most favourable structures

for clusters of anisotropic bodies, we also show how the directionality of the

interactions influences the overall mesoscopic assembly. Our main objective

is to identify universal aspects of the assembly of virus capsid structures. We

find that appropriate choices for the anisotropic interactions can reproduce a

wide variety of complex morphologies as global minima, including spheroidal

shells, tubular, helical and even head-tail morphologies, elucidating the phys-

ical principles that drive the assembly of these mesoscopic structures. Our

model captures several experimental observations, such as the existence of

competing morphologies, capsid polymorphism, and the effect of scaffolding

proteins on capsid assembly.

5.1 Introduction

There are essentially two types of curved surfaces abundant in nature: spheroidal and

tubular. Spheroidal virus capsids are often icosahedral in symmetry.17 Larger assemblies

usually have a lower symmetry, for example alfalfa mosaic virus capsids have an oblate

ellipsoidal shape,202 while HIV virus capsids are conical.18 Several virus capsid models

79
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have been developed recently,182,194, 203–212 and used successfully to demonstrate the self-

assembly of building blocks into icosahedral shells. These models support only geometries

corresponding to spherical shells or infinite tubes, although recent molecular dynamics

simulations have also found non-icosahedral capsids as byproducts of icosahedral shell

formation.213 The existence of non-icosahedral capsids in nature implies that there must

be certain conditions, either kinetic or thermodynamic, that favour these structures over

icosahedra. Protein units belonging to different viruses can self-assemble into their ‘pre-

programmed’ capsid structure under very similar conditions (concentration, temperature,

pH, ionic strength etc.) in a living cell. Non-spherical viruses are often polymorphic,

and this property is attributed to the greater flexibility of their capsids.202 Although it

is known that the shape of the building blocks directly influences the overall shape of

the assembled structure, the way in which it does so is not understood well enough to

allow for efficient bottom-up design of nanostructures.27 Virus capsid proteins are typical

building blocks for which small changes in particle shape and interaction anisotropies

introduced by evolution can drive assembly into topologically different shells, while most

evolutionary changes do not affect the overall structure of the capsid.

The main difference from the model presented in Chapter 4 is that the Morse sites

arranged as a regular pentagon or hexagon around the base of the building block are

replaced by a single ellipsoidal site, therefore in this model each building block consists of

an ellipsoidal core and two ‘polarised’ repulsive Lennard-Jones sites within a rigid-body

framework.214

A key result of the work presented in this chapter is the identification of character-

istics in the pair potential that systematically favour particular morphologies. We find

a wide range of parameter space supporting spheroidal assemblies analogous to virus

capsid shells. Clusters with global minima corresponding to capsid triangulation num-

bers190 T = 1, 3, 4 and 7 have been identified, as well as octahedral shells, together with

non-spherical structures of lower symmetry (Figure 5.1). In an experimental system, sol-

vent properties such as pH and ionic strength change the surface charges on the protein

subunits, thereby directly affecting the strength and directionality of protein-protein in-

teractions. A phase diagram constructed using these quantities is conceptually analogous

to changing appropriate parameters in our model, in a systematic way. We find that such

modifications of the anisotropy in the interaction between building blocks are sufficient

to drive the assembly of clusters into structures such as tubes and spirals.
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5.2 The model

The interaction energy between the ellipsoids of different bodies employed in the present

work is based on their closest approach (dr in Figure 5.1a), as defined by the Paramonov-

Yaliraki potential.63 The repulsive LJ sites are placed on a main axis of the ellipsoid,

and are located on opposite sides of the plane defined by the other two axes (inset of

Figure 5.1a). The axially symmetric building blocks represent protein pentamers or hex-

amers. The preferred geometry of two building blocks interacting with the simplest pa-

rameterisation considered is shown in the inset of Figure 5.1a, together with the definition

of the intersite interactions. There is no interaction between the repulsive LJ sites and

the ellipsoidal core. The primary LJ sites interact with sites of the same type and also

with the secondary LJ sites in other bodies, while the secondary LJ sites do not interact

with each other. As shown in Chapter 4, this ‘polarised’ definition of repulsive sites gives

rise to dimer configurations that are similar to the orientation of amphiphilic molecules,

which greatly enhances the self-assembling behaviour of model pyramids into icosahedral

shells. The ellipsoid at the core can be either uniaxial (prolate or oblate), or biaxial. We

have focused our investigation on a region of the parameter space where the lowest energy

configuration of two building blocks has a side-by-side contact angle lower than 180◦ for

the uniaxial ellipsoids, and in some cases also a preferred orientation along one axis of the

biaxial ellipsoids.

The total interaction energy between two building blocks in the present work is

U = 4ǫrep

(

1

Rax

)12

+ 4ǫrep

2
∑

i=1

(

1

Ri

)12

+ UPY, (5.1)

where R1ax is the distance between the two primary apex sites, and Ri is the distance

between a secondary apex site and a primary apex site on the other building block. ǫrep

is in units of ǫ0 and is used as a variable parameter to model different curvatures. ǫ0 is

the strength parameter for the Paramonov-Yaliraki potential UPY ,63 described in 2.2.3.

5.3 ‘Magic number’ clusters

As in the previous model detailed in Chapter 4, we control the curvature of the assem-

bling shell by changing the repulsive character of the LJ sites. The values for the different

parameters used for various model systems considered in this chapter are given in Ta-

ble 5.1, and the strategy of modifying the parameters in a systematic fashion is explained

in Section 5.8.
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Here we present results for the simplest parameterisation, using axially symmetric

oblate ellipsoids with an aspect ratio of 0.3 to mimic the shape anisotropy of the protein

pentamers (and hexamers) that often act as building blocks in capsid assembly.38,39 The

semiaxis lengths of the ellipsoids are therefore fixed to 0.15, 0.5 and 0.5. The repulsive

LJ sites are placed on opposite sides along the shortest semiaxis, at a distance of 0.5 from

the centre (inset of Figure 5.1a). All distance units here are absolute, which allows us to

change the range of the potential explicitly. We have located the likely global minima for

clusters containing 2 ≤ N ≤ 73 particles for the above parameterisation, and Figure 5.1a

shows the energy per particle as a function of cluster size. The diagram has some features

in common with the model of Bruinsma et al.,194,208, 209 where each particle is confined to

the surface of a sphere. However, during capsid assembly, incomplete shells might relax to

distorted non-spherical configurations that are lower in energy than spherical geometries.

Cluster sizes that are incommensurate with a spherical topology would therefore exhibit

artificially high energies when confined to a sphere. Our model shows that the clusters

do indeed relax to non-spherical geometries when the number of particles is insufficient to

give a complete icosahedral or octahedral configuration. The number of particles in the

vicinity of a partially formed capsid in a real system is determined by the (fluctuating)

local concentration of building blocks, so the probability of forming capsids with a lower

(or higher) number of particles than the ideal value could be rather high.

The interaction energy that we have defined is in fact an effective free energy, since

it has been shown that virus capsid self-assembly is usually an entropy-driven process,

in which there is a net increase in entropy during the burial of hydrophobic surfaces

involved in capsomer association. This effect is due to the entropy gain of bound wa-

ter molecules released on association, which overcomes the entropy loss associated with

protein aggregation.200 The average association free energy determined experimentally is

typically between −3 and −4 kcal/mol,200,215 and this value is generally used to parame-

terise coarse-grained models based on geometrical considerations.211,213 Using a value of

−3.5 kcal/mol, the unit (ǫ0) of the absolute energy used in Figure 5.1 would correspond

to 1.5 kcal/mol.

For the parameterisation considered here, the following ‘magic number’ clusters have

significantly lower energies per particle than their neighbouring sizes: N = 12, 24, 27,

32, 44, 48 and 72. The magic number clusters are more pronounced in a plot of the

difference in energy per particle from the best polynomial fit to the data, as shown in

Figure 5.2. Structures N = 12, 32 and 72 are icosahedral, and correspond to capsid

triangulation numbers T = 1, 3 and 7 in the Caspar-Klug notation.190 The latter two

structures provide a good example of how capsids containing only pentameric units in
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Figure 5.1: Global minima for the simplest parameterisation of the model: a, En-
ergy/particle (U/N) in units of ǫ0 of the global minima as a function of cluster size.
Inset: definition of interactions between two anisotropic bodies with two repulsive sites
and an ellipsoid at the base. Primary apex sites are coloured in blue; b, conical, prolate
and oblate-shaped global minima. Secondary apex sites are only displayed in the dimer
structure.

icosahedral shells adjust to being in different environments:38 our building blocks over-

come the size mismatch between pentameric and hexameric environments by adopting a

slightly larger radius from the centre in fivefold coordinated sites. In the results presented

in Figure 5.1 all particles have the same size, and we refer to capsomers in pentameric or

hexameric positions based on the number of nearest neighbours. The global minimum for

N = 24 is an octahedral structure, observed in vitro for Polyoma virus capsids.38 To our

knowledge, the only other model that supports the N = 24 octahedral capsid geometry as

a low-energy minimum, without restricting the building blocks to the surface of a sphere,

is our multisite rigid-body model having pentagonal pyramids as building blocks (Chapter

4).

Interestingly, the energy gap between the global and second-lowest minima for the

‘magic number’ cluster sizes N = 27, 44 and 48 is between one and two orders of magnitude

smaller than for N = 12, 24, 32, and 72, suggesting that the former shells are more flexible,

and hence capsids with such sizes are likely polymorphic. We also find relatively small

gaps between low-energy minima for the sizes adjacent to highly symmetric structures

(e.g. clusters N = 31 and 33 would be more polymorphic than N = 32). Figure 5.3

shows a plot of the difference in energy between the global minima and second-lowest

capsids/figures/pycapsids/fig1.eps
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Figure 5.2: Graph showing the difference of U/N from a polynomial best fit to the data
defined by Umi = −0.115685N+1.45798N2/3−6.05564N1/3+5.82709. The ‘magic number’
clusters are labelled.

minima located for cluster sizes 10 ≤ N ≤ 73. The small difference in energies of the

global and second lowest minima for cluster sizes N = 27, 44 and 48 suggests a high

degree of polymorphism for these structures, clearly differing from the highly symmetric

‘magic number’ cluster sizes N = 12, 24, 32 and 72, which have a global minimum well

separated in energy from the rest of the low-lying minima. The global minima for N = 17

and 22 are not lower in energy per particle than both of their neighbouring cluster sizes,

and are therefore not ‘magic numbers’ according to our definition. However, these global

minima are separated significantly from the rest of the minima on the potential energy

surface because of their relatively high symmetry: the global minimum for N = 17 has

point group D5h (essentially an icosahedral structure elongated along one fivefold axis,

containing an extra pentagon as a horizontal symmetry plane), while N = 22 has S4

symmetry. We suggest that the flexibility of capsids assembled from an incorrect number

of particles makes it easier for new building blocks to incorporate into the shell, therefore

facilitating capsid growth.

capsids/figures/pycapsids/supfig1.eps
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Figure 5.3: Graph showing the difference in the energies of the global minima (U1) and
second lowest minima (U2) as a function of cluster size. The ‘magic number’ clusters
identified from the plot in Figure 5.1 are labelled.

Using the discrete path sampling technique, we mapped out the potential energy

landscape for cluster sizes N = 12, 32 and 33 in order to gain insight into the size-

dependent kinetics of assembly. The three disconnectivity graphs42,169, 170 constructed are

shown in Figure 5.4. For N = 12, the graph corresponds to the characteristic ‘palm tree’

motif associated with efficient self-assembly over a wide range of temperatures.42 The

two lowest-energy minima are the icosahedral structure and a partial shell reminiscent of

half the octahedral ‘snub-cube’ structure, which is the global minimum for 24 particles.

The fastest path between the T = 1 shell and the partially formed shell involves only

two low-energy transition states, suggesting that for this parameterisation, the growth

of the T = 1 capsid is not kinetically hindered. The disconnectivity graph for N = 32

also has a funnel-like shape, with the T = 3 icosahedral structure well separated in

energy from the other minima on the landscape. However, for N = 33, there are two

distinct sets of low-energy structures separated by a large barrier. The prolate global

minimum can interconvert with other low-energy minima belonging to the same basin via

capsids/figures/pycapsids/supfig1a.eps
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Figure 5.4: Disconnectivity graphs constructed for different sized shells: a, N = 12; b,
N = 32; c, N = 33. The structures of selected low-energy minima are also depicted.
Secondary apex sites are not displayed for clarity.

relatively small barriers, and is therefore quite flexible. The set of low-energy minima

that is separated by a large barrier from the global minimum contains structures with

a capsomer loosely bound to the icosahedral N = 32 shell. Therefore, on the landscape

for 33 particles, the assembling shell can easily be trapped in a T = 3 icosahedral + one

capsomer configuration. Figure 5.5 illustrates the difference in the fastest pathways for

the incorporation of one capsomer into an icosahedral T = 3 shell and an incomplete shell

with 31 particles. In this example, both pathways involve a single transition state, but the

barrier for the association reaction is more than twice as high for the case when a perfectly

formed icosahedral shell needs to be disrupted to accommodate an extra capsomer. The

energy gain in this case is small compared to the formation of a complete shell from 31+1

particles.

Based on our results, the proposed mechanism for efficient formation of highly sym-

metric shells from misassembled structures is an overall downhill process: incomplete,

but closed shells require little activation energy to incorporate more capsomers, until a

particularly stable structure (containing a ‘magic number’ of particles) is formed. From

that point onwards, shell growth is disfavoured, since incorporating new capsomers has a

significantly larger activation energy in this case. The flexibility of shells containing par-

ticle numbers that are incommensurate with highly symmetric configurations enhances

the self-assembling character of the capsid assembly process, and drives it towards larger

aggregates. As a direct consequence of the multiple funnel-like shape of the overall en-

capsids/figures/pycapsids/disconn123233.eps
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Figure 5.5: Fastest pathways for incorporating an extra capsomer into shells with 31 (red
curve) and 32 capsomers (blue curve), starting from a configuration in which the extra
capsomer is loosely bound to the shell. Both pathways involve only one transition state.
The first pathway has a small barrier for the forward reaction, while the barrier for the
second pathway is more than twice as high.

ergy landscape for our model systems, once an incorrect shell is assembled, it will easily

grow until it reaches the bottom of the catchment basin for the next shell with a ‘magic

number’ of particles. We emphasize that by incorrectly assembled shell we mean closed

shells that are the lowest-energy configurations for a certain number of particles, and the

flexibility of these structures enhances further shell growth. This result contrasts with

previous models that produce more rigid assembling shells, because they employ more

strictly defined orientational interactions for the building blocks.211–213 Once a correctly

formed shell emerges, however, it is stable for a wide range of temperature. Incorporating

extra particles in a stable shell is kinetically hindered, as shown in Figure 5.4c. The ratio

of capsid sizes present in a real system is dependent on the temperature and concentra-

tion of particles, factors that control the relative abundance of nucleation and shell growth

events.211,213

It is important to note that the global minimum for the triangulation number T = 4

capsids/figures/pycapsids/supfig2.eps
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(N = 42) is not icosahedral, but has a lower D5h symmetry for the parameterisation

considered in Figure 5.1. This result agrees with the findings of Zandi et al.210 and other

studies.216,217 However, the icosahedral structure for our model is a low-energy local

minimum for various parameterisations. We find that the global minimum is icosahedral

if two different sized (12 smaller ‘pentameric’ and 30 ‘hexameric’) building blocks are

used, and the repulsive interaction is longer range (r−6 instead of r−12).

In the present model, it is the overall strength of the interaction between building

blocks that determines the relative stability of icosahedral (and octahedral) shells and

non-spheroidal (oblate, prolate, conical) capsules. A lower interaction strength means

higher flexibility. The interaction strength between capsid protein pentamers and hexam-

ers depends on the nature of contacts, and is system dependent. Since the value for the

average interaction energy between two protein units in a capsid is rather small, even a mi-

nor change in the protein structure can alter the interaction strength significantly. When

using shorter-range interactions between the ellipsoids, close-packing is more favourable,

and the rigidity of the shells is therefore enhanced (data not shown).

5.3.1 Structures with the same symmetry as for the Thomson problem

The N = 27 cluster for the original parameterisation is roughly spherical, with D3 point

group symmetry. Polymorphic spheroidal capsids assembled from 27 units (12 pentamers

and 15 hexamers) have been found experimentally.202,218 A highly symmetrical structure

with 27 particles was previously found to be a ‘magic number’ as well in a model based on

cone-shaped building blocks.216 We have observed that decreasing the anisotropy of the

building blocks results in global minima of higher symmetry than for the parameterisation

considered in Figure 5.1, corresponding to the symmetries of Thomson clusters217,219 for

the same number of particles. We also observe global minima with oblate and prolate,

cone-like shapes, and even biaxial geometries for cluster sizes that are incommensurate

with a completely symmetric capsid; examples are shown in Figure 5.1b.

We modified the original parameterisation to decrease the particle interaction

anisotropy, setting all three semiaxes of the ellipsoidal site to 0.5, and increased the

repulsive character of the apex sites by setting ǫrep = 2. The global minimum for N = 27

with this alternative parameterisation is an oblate cluster, with point group D5h, which

has 12 subunits with pentameric coordination and 15 in a hexameric environment, and a

higher symmetry than for the original parameterisation (D3). We observe a general trend

for cluster sizes that have lower energy per particle than their neighbours, and are not

icosahedral or octahedral: decreasing the anisotropy of the basal ellipsoid results in global

minima with higher symmetry. For example, for N = 22, the global minimum with S4
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symmetry changes to Td; for N = 48, the lower symmetry D2 structure changes to point

group O. The symmetries for both structures with a spherical core site are the same as

for the Thomson problem with the same number of particles.217,219

Nonicosahedral virus capsids with 12 pentameric and 10 or 15 hexameric subunits have

been found experimentally. In our model, these structures would correspond to cluster

sizes N = 22 and N = 27. The Top a-t component of the alfalfa mosaic virus capsid

has a putative structure based on a deltahedron,202 with D5h symmetry, composed of 120

subunits. For N = 22, we find the structure proposed by Cusack et al. as a minimum with

the third-lowest energy when the anisotropy of the building block is reduced. We also

find that the structure with D5h symmetry proposed by Cusack et al. for 150 subunits

(N = 27) is again the third-lowest minimum for our original parameterisation, differing

from the energy/particle of the global minimum by only 0.0012 ǫ0. For comparison, the

energy/particle difference between the two lowest-energy structures for the magic numbers

leading to icosahedral or octahedral global minimum ranges from 0.67 ǫ0 (for T = 1) to

0.031 ǫ0 (for T = 7).

5.4 Scaffolding

In nature scaffolding plays a major role in the correct formation of certain virus cap-

sids.220,221 The existence of a scaffolding protein might guide the assembly of capsid

proteins into a well-defined geometry, possibly selecting configurations that would not

otherwise be kinetically accessible. To probe how scaffolding affects the assembly of

T = 4 capsids for our model, we have designed a binary system using the same building

block geometry as for Figure 5.1. The difference between the two types of particles is that

the repulsive sites of particle type A do not interact with the repulsive sites of particle

type B (ǫAB
rep = 0). We have located the global minimum of a 74-particle binary cluster

parameterised in this way (starting from 32 type A and 42 type B particles in a random

configuration), and found that it has icosahedral symmetry (Figure 5.6a and b), contain-

ing an inner T = 3 shell, which acts as a scaffold for the correctly assembled outer T = 4

shell. Moreover, we did not find a local minimum that would have an outer shell with

D5h symmetry for this binary system.

The size mismatch between a T = 3 and T = 1 shell composed of the same subunits is

larger than that between a T = 4 and T = 3 shell. To compensate for this effect, efficient

packing of ellipsoids can be achieved if their anisotropy is decreased. Figure 5.6c shows

the global minimum for a binary system composed of 12 type A and 32 type B particles,

with the ellipsoids having an aspect ratio of 0.6. This system forms an inner T = 1 shell
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c d

Figure 5.6: Two-layer assemblies: a, Global minimum of a cluster containing 32 particles
of type A (green, inner layer) and 42 particles of type B (red, outer shell). c, Global
minimum for a 44 particle system (12 particles type A, coloured in green and 32 particles
type B, coloured in red). The outer layer here is a T = 3 shell. Half of the outer shells are
removed in b and d to reveal the icosahedral T = 3, and T = 1 inner layers, respectively.
The primary apex sites of the inner shell are not displayed for clarity.

that has a T = 3 shell wrapped around it in register, with the fivefold rotation axes of the

two shells aligned. The aspect ratio was chosen to be similar to the height/width ratio

of retrovirus CA capsid protein pentamers, and the assembled structure is in excellent

agreement with recent experimental results222 showing that double-layered icosahedral

structures arise spontaneously during in vitro assembly of the protein units. We therefore

postulate that the anisotropy of the building blocks (pentamers or hexamers) determines

primarily whether double-layered shell structures can form. We did not find icosahedral

global minima containing an outer T = 3 shell and an inner T = 1 scaffold for the aspect

ratio used in the original parameterisation (0.3). Furthermore, an icosahedral structure

for the 74-particle system with less anisotropic building blocks (aspect ratio 0.6) is a high-

energy local minimum, suggesting that side-by-side contacts between such ellipsoids are

capsids/figures/pycapsids/fig2.eps
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lost in the T = 4 and larger shells when the anisotropy is decreased. Since close contacts

between protein units are actually holding the capsids together, it is likely that multi-

layered spherical capsid shells form when the contact between protein units in different

shells is competitive with side-by-side contacts within the shell. The anisotropy of the

building block therefore determines the stability of a particular two-layered structure, and

favours only shells of a certain size, as seen in Figure 5.6.

5.5 Polymorphism

By changing the interaction anisotropy of the ellipsoids, together with the curvature,

we find a large parameter space supporting low-energy minima that are open tubes.

These structures are always higher in energy than spheroidal clusters, but have larger

catchment basins, suggesting that the energy landscape for such systems has a double-

funnel topology,42 with entropy favouring tubular structures. Retroviruses are typical

viruses that have competing morphologies coexisting in solution.223 We find that for

the low-energy tubular structures to appear, the main necessary condition is that the

interaction along the longer semiaxes of the ellipsoids must be significantly stronger than

the ‘stacking’ interaction (along the shortest semiaxis).

Figure 5.7 shows a disconnectivity graph constructed for a 60-particle cluster that

supports low-energy tubular structures, but has a spheroidal global minimum (column

‘Tubular’ in Table 5.1). To remove frustration due to incomplete sampling of the land-

scape, only the minima that are connected to other minima via at least two transition

states are displayed. The graph can effectively be split into two distinct regions. The

low-energy region around the global minimum does not contain any tubular structures,

and has a funnel-like topology with only one kinetic trap that corresponds to a low-energy

oblate structure having a mirror plane. The higher energy region contains mostly minima

identified as being tubular in character (nodes coloured in green in Figure 5.7). This re-

gion of the graph is frustrated, with minima separated by large barriers, and several side

funnels containing chiral tubular structures of different diameters. We also find structures

that have varying curvature, and are closed at one end in the main funnel of the spheroidal

global minimum. These assemblies can be regarded as precursors to the formation of chi-

ral conical structures, as observed for HIV capsids.224 In this case, the number of particles

(60) is not enough to close the shell while maintaining a varying curvature.

The energies on the graph have been rescaled by ǫ = 4.5 to allow for a quantitative

comparison of the barriers connecting the different funnels with those in Figure 5.4. When

rescaling the energies, we assume that the average energy per capsomer in the lowest
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Figure 5.7: Disconnectivity graph for N = 60 particles with an alternative parameter-
isation that supports low-energy tubular structures. The structures of selected minima
are shown on the graph. The building blocks have been scaled up in size by a factor of
1.5, and the secondary apex sites are not displayed for clarity. Nodes corresponding to
likely tubular structures are coloured. The tubular structures were identified based on
the moments of inertia calculated from the translational coordinates of the rigid bodies:
|Iy − Iz| < 200 and Ix/Iz < 0.8.
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energy closed shell for this new parameterisation is the same as for the simplest parameters

(Figure 5.1), around −2.5 ǫ0.

HIV CA proteins, when assembling in vitro, are known to form chiral tubes of different

diameters,224 with CA hexamers acting as building blocks that pack together in a way

that causes hexamers to interdigitate in the tube. Our observation that chiral tubes exist

as low-energy minima for a simple model system with axial symmetry shows that the fine

structure of the HIV CA protein hexamers is not necessary for the chirality to appear.

The observed interdigitation of the CA hexameric units might further stabilise the already

formed chiral structure, or perhaps fine tune the chiral pitch.

The blue line in Figure 5.8 shows the energy profile of a pathway with the largest

contribution to the overall steady-state rate constant ignoring recrossings, for the inter-

conversion between a tubular structure and the global minimum on the potential energy

landscape shown in Figure 5.7. The first step of the pathway has a high activation barrier,

and results in the disruption of the tubular structure. From that step onwards, the path

is basically downhill towards the formation of the spheroidal global minimum, with subse-

quent steps requiring activation energies 10-20 times lower than the first, rate determining

step.

The open conical structures located on the landscape of 60 ellipsoids, although being

lower in energy than tubular assemblies, are intermediate in character, because they

can rearrange into more stable structures via small barriers. The green line of Figure 5.8

shows a single transition state rearrangement from an open conical structure to the global

minimum. The barrier for the forward reaction is about three times smaller than for a

rearrangement between a strained and unstrained tubular structure (red curve).

There are two types of polymorphism encoded in their corresponding potential energy

landscapes. The structural polymorphism of closed shells containing the same number

of particles is dynamic, meaning that these shells can interconvert via low barriers (see

Figure 5.4c). On the other hand, the polymorphism observed between spheroidal and

tubular virus capsid structures is the result of assembly processes kinetically trapped

into the basins corresponding to either morphology. Experimental systems exhibiting dy-

namic polymorphism include influenza viruses, which have flexible shells. The polymor-

phic structures observed for retroviral capsid proteins222,224 are an example of kinetically

trapped polymorphism. These structures cannot interconvert in vitro because of the high

energy barriers separating them. The disconnectivity graph in Figure 5.7 shows kineti-

cally trapped polymorphic structures analogous in morphology to retroviral capsids, and

therefore qualitatively supports both the structures and the dynamic behaviour observed

in experimental systems.
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Figure 5.8: Blue line: fastest pathway from a chiral tubular structure with ten strands to
the spheroidal global minimum for the 60-particle cluster supporting tubular assemblies;
red line: single transition state pathway between two tubular structures (nine and ten
vertical strands); green line: single transition state pathway from an open conical structure
to the global minimum.

5.5.1 Comparison with carbon nanotubes

In all tubular structures reported above (chiral and non-chiral), the building blocks have

six nearest neighbours, except for the ellipsoids at either end of the tubes. Hence such

assemblies can be considered as rolled up hexagonal sheets. Using the Voronoi represen-

tation, which is based on drawing polygons that partition the surface into regions where

each point of the polygon is closest to a certain particle, each building block corresponds

to a hexagon, and an infinite sheet of hexagonally packed ellipsoids would be represented

as a sheet of hexagons. Each hexagon contains an ellipsoidal building block in the middle.

For simplicity, we represent the building blocks at either end of the tube as hexagons, as

they are essentially in the same bonding environment as the particles in the middle, but

with several nearest neighbours missing due to the finite nature of the tube. In this view,

the tubular assemblies we found are analogous in structure to graphene sheets rolled up

capsids/figures/pycapsids/tubulartospheroidpathway.eps
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Figure 5.9: Rolling up a flat hexagonal sheet into a tube. When the edge of the hexagon
labelled in green is rolled to the one labelled in red, the achiral ‘armchair’ tube emerges.
Another non-chiral tube can be formed by rolling the green edge onto the one labelled
blue, giving rise to the ‘zigzag’ tube geometry. By rolling edges A into A′ and B into B′,
respectively, a chiral tubular structure is formed. Other possible chiral structures can be
constructed by choosing vectors between the ‘zigzag’ and ‘armchair’ vectors (rolling up
the green labelled edge onto a black edge).

into nanotubes. A flat graphene sheet can be rolled up into tubes of different diameters

in multiple ways. Based on the vectors that define the directionality of the roll, three

main classes of carbon nanotubes exist: ‘zigzag’, ‘armchair’ and chiral (Figure 5.9). The

chirality of the tubes depends on the radius, and the chiral angle can be measured as the

angle between the lattice vectors defining the ‘zigzag’ rollup and the chiral rollup. Due

to the nature of our model building blocks, there is an optimal curvature for a tubular

structure when using a certain parameterisation, so that other structures with different

radii are more strained. We have found that for this parameterisation, the lowest energy

tubular structures contain 10 strands offset by an angle around 8◦ from the main axis of

the tube. In contrast, the graphene sheets become more strained when ‘rolled up’ into a

capsids/figures/pycapsids/hexagonallatticetotube.eps
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nanotube of any diameter.

5.5.2 Cooperative rearrangements between tubular structures

On the landscape of 60 building blocks, we have located low-lying tubular minima of

different chiralities that are separated by relatively large barriers from the basin of the

global minimum. This region of the landscape is therefore frustrated, and even the inter-

conversion of different tubular structures needs a high activation barrier. Interestingly,

pathways between tubes of different chirality and radius were found to be relatively sim-

ple, in most cases involving only one transition state. However, the geometrical rear-

rangements involved are highly cooperative, and can be best described as a succession of

diamond-square-diamond rearrangements225 (see Figure 5.10).

The mechanisms are illustrated for schematic Voronoi representations of a 60-particle

chiral tube rolled out onto a sheet, with the original tubular axis and the particles that

move indicated (Figure 5.11). When represented as a flat sheet, during the rearrangement

the sheet is broken into two along a line, and the particles belonging to one half sheet

slide in plane by one unit, and reform the close contact with different building blocks. We

have identified two rearrangements, differing only on the direction along which the sheets

slide. The ‘vertical’ sliding mechanism (top part of Figure 5.11) does not change the

number of strands: after the rearrangement ten strands remain in the tubular structure,

but the angle with respect to the tube axis is greater than for the original structure.

Note that if this example rearrangement had proceeded in the opposite direction, an

achiral ‘armchair’ tube with 10 strands parallel to the tube axis would have been formed.

However, the ‘diagonal’ sliding mechanism depicted in the bottom part of Figure 5.11

changes the number of strands, and does not affect the chiral pitch (defined by the angle

between a ‘zigzag’ rollup and the current chiral rollup) as much as the ‘vertical’ sliding

rearrangement does.

Clearly, the sliding mechanisms identified are highly unlikely to occur in carbon nan-

otubes even at high temperatures, because for each diamond-square-diamond rearrange-

ment of the hexagon centres, two covalent C-C bonds need to be broken. For the ‘diagonal’

mechanism shown in Figure 5.11, ten C-C bonds have to be broken and reformed in a co-

operative fashion. In our model system, the activation energy for such a rearrangement is

around 3 ǫ0, which would correspond to 10.5 kcal/mol (using −3.5 kcal/mol for an average

intersubunit interaction energy). However, the barrier depends on the relative stability of

the two tubes. The chiral structure with 9 strands shown in Figure 5.10 needs only 1.5 ǫ0

to convert to the less strained tube with 10 strands. We expect that the activation energy

for such rearrangements will increase with the size of the tube, since more close contacts
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9 chiral strands transition state 10 chiral strands

Figure 5.10: Structures of the stationary points involved in the pathway shown with a
red curve in Figure 5.8. Only the centres of mass of each building block are shown, and
each strand in the chiral tube is coloured differently for the starting structure. The four
building blocks involved in a close contact breaking and a new close contact forming
during a diamond-square-diamond type rearrangement are shown with a black polygon.

would need to be broken in a cooperative fashion. We predict that such sliding mecha-

nisms are likely to occur in short retroviral tubes acting as nuclei during the assembly of

rodlike capsids. It is probable that more strained tubes use similar mechanisms to relax

into tubes with larger radii during the nucleation phase, thereby reducing the number of

tubes with different diameters observed experimentally.224

capsids/figures/pycapsids/dsd.eps
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Figure 5.11: Schematic view of the mechanisms identified that change the chirality of the
tubular structure. A Voronoi construction is used to represent each building block with a
hexagon. The tube is rolled out onto a flat sheet. The direction of the tube axis is shown
by the long dashed lines, and the tube is made by rolling up the green edge onto the black
edge, as shown by the arrows. The close contacts are broken and reformed between the
differently coloured strands. Top part: ‘vertical’ sliding mechanism changing the chirality
of the tube; bottom part: ‘diagonal’ sliding mechanism, changing the number of strands
in the tube.

5.6 Rings and spirals

The shell structures reported in 5.3, 5.4 and 5.5 were found using uniaxial ellipsoids for the

core of our building blocks. However, it is possible to change the shape of the ellipsoid or

the interaction strength along the three main axes. Having a stronger interaction between

two ellipsoids in one direction, without any repulsive sites, results in strands as global

minima (data not shown). The addition of repulsive sites along an orthogonal semiaxis

forces the strands to become curved, and they organise themselves into rings for a small

number of particles. The radius of the ring is defined by the curvature that arises for the

lowest-energy configuration of two building blocks. Interestingly, for this simple model,

capsids/figures/pycapsids/chiraltubularrearrangements.eps
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a b

U = −105.146 ǫ0 U = −105.078 ǫ0 top viewside view

Figure 5.12: a, The two lowest energy minima located for N = 60 building blocks for the
parameters in the ‘Spiral’ column of Table 5.1 are stacked rings of 15 particles each, and a
single spiral with 18.6 units/turn; b, lowest minimum located for a cluster of 104 particles
with the same parameterisation, having a single spiral structure. Secondary apex sites
are not displayed.

with the increase in the number of particles single- or multiple stranded spirals emerge

as global minima, this being an efficient way for the system to maintain a maximum

number of strong side-by-side contacts (Figure 5.12). The tobacco mosaic virus (TMV)

is a well-known example of a self-assembled helical structure that can be transformed

into stacked rings by changing solvent conditions,226,227 which influences the strength of

the anisotropic contacts among building blocks. We find that for the parameterisation

considered here, the morphology of the global minimum for small clusters (whether it is

stacked rings or spirals) depends on the number of particles. For example, for N = 32

particles, the global minimum is two stacked rings of 16 particles each, while in a cluster

size of N = 27, the global minimum is a spiral.

A disconnectivity graph constructed for a 32-particle cluster with this parameterisation

(‘Spiral’ column of Table 5.1) is shown in Figure 5.13. In the low-energy region of the graph

features characteristic of frustration are present. The low-lying minima that are separated

by high barriers are stacked rings and spiral structures of different size, suggesting that

once a spiral structure is formed, it is kinetically unfavourable to change morphology

into stacked rings, even if the stacked ring is the global minimum for a certain cluster

size, and vice versa. Experimental results on the assembly mechanism of TMV227 suggest

that nucleation has a very important role, with small helical aggregates acting as nuclei.

Our model fully supports this observation and gives insight into the kinetic reason why

helical aggregates and stacked disks of different sizes are slow to interconvert in vitro

under physiological temperatures, provided that solvent conditions such as pH or ionic

strength are kept constant.

capsids/figures/pycapsids/fig3.eps
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Figure 5.13: Disconnectivity graph for N = 32 particles with a parameterisation support-
ing low-energy spiral and stacked disc morphologies. The structures of selected minima
are shown on the graph. Secondary apex sites are omitted for clarity.

capsids/figures/pycapsids/spiral32disconn.eps
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5.7 More complex structures

5.7.1 Head-tail assemblies

Using the original three-site model described in 5.2, we have designed a system containing

two types of particles that self-assemble into two different morphologies. Particles of type

A prefer spheroidal structures, while particles of type B prefer helical tubes. We have

set the repulsive interaction between the particles A and B to be slightly stronger than

between two particles of type A or of type B, to account for the different shape of the

core ellipsoids. This adjustment was necessary because otherwise the separation between

an A and a B-type particle would be much shorter than the one between two A or

two B particles, causing better packing, and consequently lower energies for assemblies

with a high degree of mixing. On the other hand, setting the A-B repulsive interaction

strength too high disfavours A-B contacts, and the low-energy structures in this case would

therefore be separated spheroidal and tubular structures. We found that the favoured

morphologies of assemblies with parameterisations that give similar A-A, B-B and A-

B separations in global minima structures of two building blocks have distinct ‘head’

and ‘tail’ regions, as shown for the two lowest-energy minima characterised for a binary

system with 29 + 21 particles in Figure 5.15a and b. The symmetry of the ‘head’ region

is broken by the attachment of the helical ‘tail’, but in some structures certain symmetry

elements are retained for the ‘head’. The observed spontaneous attachment of the ‘tail’ to

a spherical unit suggests that such fusing processes could have played a major role in the

evolution of head-tail viruses, providing the first computational support for the theory

of modular evolution for bacteriophages.228 The theory states that bacteriophages have

likely evolved by exchanging functional modules. Horizontal gene transfers associated

with this process occur if phages from different strains infect the same cell, allowing for

the mixing of genes encoding different building blocks. Once the proteins that form the

subunits of a head-tail bacteriophage are expressed in a cell, the head, base plate and

tail fibers are formed separately, before fusing together. The head-tail morphology is

not exclusive to bacteriophages, it is also present in viruses that infect certain types of

archaea, such as extreme halophiles or methanogens.229,230

Figure 5.14 shows a disconnectivity graph constructed for the binary head-tail struc-

ture. Although more sampling needs to be done, the low-energy region of this system

contains three funnels, with the lowest funnel leading towards the head-tail structure.

The second main funnel includes minima in which the shell of the head is less curved, and

the building blocks of the tail are not forming helical strands, while in the third funnel a

closed shell is formed, involving building blocks of both types.
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Figure 5.14: Disconnectivity graph for a binary system with N = 29 + 21 particles,
supporting low-energy head-tail assemblies. The structures of representative minima from
the three main funnels are shown on the graph. Secondary apex sites are omitted for
clarity.
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a b c

top view

side view

Figure 5.15: More complex structures: a, Global minimum and b, second-lowest min-
imum for a binary system containing 29 particles that favour spheroidal shells and 21
particles that assemble into helical tubes when separated; c, spiral assembly resembling
the structure of tobacco mosaic virus, created with a patchy LJ site + ellipsoid model.

Our model in its current state can only give insight into the most fundamental pro-

cesses that could have played a role in the early evolution of head-tail phages. The

assembly processes of currently existing bacteriophages are more complicated, often in-

volving scaffolding proteins and enzymes that catalyse the attachment of the tail to the

head.231

5.7.2 A geometrical model for tobacco mosaic virus assembly

The preferred configuration of two building blocks plays a major role in determining the

structure of a large cluster. Rings and spirals result when the preferred orientation is

along one axis of the ellipsoid, forming a V-shape. The geometry of the building block

in the example presented in Figure 5.12b is different from the shape of the coat proteins

in tobacco mosaic virus, yet has a very similar single-stranded spiral structure. We have

attempted to design a model that supports helical assemblies from particles that are

similar in shape to those in TMV. We considered a V-shaped dimer, with one LJ site buried

in an ellipsoid, at roughly the same distance from the centre of the building block to where

capsids/figures/pycapsids/fig4.eps
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the RNA is located in the native structure of TMV. The ellipsoids therefore become ‘sticky’

around the location of the LJ site. The shape of the ellipsoid controls the anisotropy of

the stickiness: by increasing the semiaxis length in one direction perpendicular to the

longest axis, the ellipsoids tend to bind along the shorter semiaxis. The strength of the

LJ interaction controls the effective curvature of the dimer. In fact, the ellipsoids are used

for controlling the anisotropy of the repulsion around the sticky LJ site. For this ‘patchy’

LJ site model, the total interaction energy between two building blocks is

U = 4ǫLJ

[

(

σLJ

Rax

)12

−
(

σLJ

Rax

)6
]

+ UPY, (5.2)

where ǫLJ and σLJ are in units of ǫ0 and σ0, respectively.

The structure presented in Figure 5.15c is a low-energy minimum and has very similar

geometrical properties to the tobacco mosaic virus, with 15.8 subunits per turn (TMV

has 16.33) and an inner central channel with a radius that is 12% of the value for the

outer shell (in TMV this value is 20%). Other low-energy minima identified are stacked

rings and tubular structures containing spirals and stacked rings simultaneously.

5.8 Exploring the parameter space

Table 5.1 contains a list of the parameters employed to obtain the various global minimum

structures presented in the previous sections. The parameters a1i and a2i are the semiaxis

lengths of the repulsive and attractive ellipsoids along the axes x, y and z, h1ax and h2ax

are the distances of the primary and secondary apex sites along the main semiaxis of

the ellipsoid (pointing arbitrarily in the x direction), and ǫAB
rep is the repulsive interaction

strength parameter for the interaction between the two different types of particle for binary

systems. The parameters in the first column were used for the spheroidal structures

reported in Figure 5.1. We have modified these parameters for all subsequent results

in a systematic way. For the binary systems presented in Figure 5.6, we have set the

interaction strength between repulsive sites of type A and type B particles to zero. The

global minimum in Figure 5.6a was located using the parameters in the ‘T = 4’ column

of Table 5.1. For the system in Figure 5.6c, the aspect ratio of the ellipsoids had to be

decreased, to account for the size mismatch of the two shells (‘T = 3’ column in Table 5.1).

The competing tubular structures were obtained by decreasing the attraction along the

main axis of the ellipsoid (which in turn is achieved by setting the repulsive semiaxis

a11 larger than the attractive semiaxis a21), and increasing the repulsion between apex

sites by decreasing the apex site heights and increasing ǫrep. For the parameters in the
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‘Tubular’ column of Table 5.1, the energy per particle of the open tube is −0.499 ǫ0, while

for the spherical structure it is −0.545 ǫ0.

The spiral structures were found by choosing parameters that favour interaction be-

tween two ellipsoids along the second-shortest semiaxis (the attractive semiaxis a23 has to

be larger than the repulsive semiaxis a13), while disfavouring interactions along the other

two axes in an unsymmetrical way: the least attractive direction is the one corresponding

to the repulsive apex sites (along the shortest semiaxis), while the interaction along the

longest semiaxis (a12) is only slightly disfavoured. The curvature of the rings and spirals

that form can be adjusted by changing the location of the repulsive apex sites and the

magnitude of ǫrep. Starting from these parameters, we have decreased the penalty for

approach along the shortest semiaxis to roughly match the interaction strength along the

longest semiaxis, and also decreased the curvature of the dimer. The resulting global

minimum for a small cluster was a triple helix structure that is similar to the ‘tail’ of

our binary system presented in Figure 5.15a and 5.15b. This structure has a superhelical

property, since the main planes of the ellipsoids in two consecutive monomers are offset

by an angle around 40◦, while also having an intrinsic curvature that determines the main

helicity of the strand. The two helical properties are in phase. The parameters for the

‘head’ of the structures in Figure 5.15a and 5.15b (column ‘head-tail structure, Type A’

in Table 5.1) are essentially the same as the simplest parameterisation considered (column

‘spheroidal’ in Table 5.1), except that the range parameter σ0 for the ellipsoids has been

increased slightly to allow for a longer-range attraction, which has been shown in Chapter

3 to enhance the self-assembling character of ellipsoidal clusters. For this binary system,

the repulsive interaction acting between the two types of subunits has been increased

slightly to account for the different shape of the particles.

5.9 Summary

We have created remarkably simple anisotropic building blocks that support assembly of a

wide range of mesoscopic structures found in nature, including spheroidal shells, tubular,

helical and even head-tail structures. We have found that non-spherical (oblate, pro-

late, conical) shells spontaneously appear whenever the number of particles is insufficient

or incommensurate with a highly symmetric shell, this being the most efficient way to

maximise favourable contacts while minimising interparticle repulsion. The anisotropy of

the building blocks determines in a systematic way the preferred geometry of the dimer,

which in turn largely defines the morphology of larger clusters. Our results also suggest

that the shape anisotropy of the building blocks is a crucial factor in size selection of
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the two-layered virus capsid structures observed experimentally. The flexibility of our

coarse-grained model makes it possible to study important generic features of viral self-

assembly, such as the qualitative effect of a scaffolding protein. The emergent behaviour

observed shows that efficient self-assembly of a wide variety of nanoscale structures can

be obtained for suitable anisotropic interactions. We have demonstrated with this sim-

ple model that small changes in the interaction strength and anisotropy can give rise to

structures with completely different, but predictable morphologies. We found examples

of kinetically trapped polymorphic structures reminiscent of HIV CA protein assemblies

(chiral tubular, conical and spheroidal) and found that the emergence of polymorphism is

governed by the interaction anisotropy of the building blocks. The shape and interaction

anisotropies of the model can be tuned based on experimental or computational data,

paving the way for exploration of the dynamics of capsid assembly and interconversion

between competing morphologies. The structural trends derived from the model systems

considered here can also be used as a starting point for the rational design of nanoscale

assemblies with a particular shape.
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Parameter spheroidal scaffolding tubular spiral head-tail structure TMV model 1 TMV model 2

T = 4 T = 3 type A type B
a11 0.15 0.15 0.3 0.2 0.3 0.15 0.3 2.8 2.8
a12 0.5 0.5 0.5 0.5 0.8 0.5 0.8 1.1 1.1
a13 0.5 0.5 0.5 0.5 0.6 0.5 0.6 0.6 0.6
a21 0.15 0.15 0.3 0.1 0.2 0.15 0.2 2.0 2.0
a22 0.5 0.5 0.5 0.5 0.6 0.5 0.7 1.0 1.0
a23 0.5 0.5 0.5 0.5 0.66 0.5 0.66 0.62 0.62
σ0 1 1 1 1 1 1.2 1.2 1 1

ǫrep/ǫ0 1 1 1 2 11.59 1 1 N/A N/A
h1ax 0.5 0.5 0.5 0.2 0.3 0.5 0.6 1.9 1.9
h2ax 0.5 0.5 0.5 0.2 0.6 0.5 0.6 N/A N/A
ǫAB
rep N/A 0 0 N/A N/A 5 N/A N/A

σLJ N/A N/A N/A N/A N/A N/A N/A 0.5 0.45
ǫLJ N/A N/A N/A N/A N/A N/A N/A 130 140

Table 5.1: Parameterisations of the potential considered for the various morphologies reported in this chapter.



Chapter 6

Large-scale conformational changes in RNA

We investigate the kinetics of a 20-base RNA that has been shown experimen-

tally to have two stable hairpin structures under physiological conditions. We

find that parts of the energy landscape for this system contain features char-

acteristic of polymorphic systems, and we show how using a slightly different

parameterisation can change the landscape completely, ultimately yielding a

different mechanism for the interconversion between the two hairpins.

6.1 Introduction

During the last few years there has been an upsurge of interest in investigating the struc-

ture and dynamics of different RNA molecules in the cell. Determining the mechanisms

of assembly or interconversion between RNA secondary or tertiary structures is essential

to understand the function of these molecules in cellular processes, such as transcription,

translation and replication.232

The dominant secondary structure of RNA molecules is the hairpin, containing a loop

region (stem loop)233 and Watson-Crick base pairs between nucleotides situated before

and after the loop. These elements are highly stable thermodynamically,234 and are

usually nucleation sites for RNA folding. Proteins that bind RNA often recognize hairpin

structures. Some retroviral capsomers also need RNA hairpin secondary structures to

efficiently enclose the genome in the capsid.235,236 In addition to the role of hairpin

structures in large RNA molecules in the cell, small RNA sequences of 21-25 nucleotides

(also called ‘microRNAs’) are capable of controlling protein levels through interacting with

messenger RNA molecules.237,238 The implications of microRNAs for cell function are far

reaching: for example, links have been shown to exist between microRNA expression

profiles and cancer.239

108
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A variety of experimental and computational methods have shown that the folding

pathway to complex RNA tertiary structures is hierarchical, with time scales better sepa-

rated than in case of protein folding: the secondary structural elements assemble rapidly,

preceding the formation of the tertiary structure. However, due to the high thermody-

namic stability of RNA hairpin motifs, the folding free energy of native and non-native

secondary structure elements is usually in the same range. The existence of non-native

structures having competing folding free energies makes the landscape for RNA hairpins

very rugged, with a large number of kinetic traps and misfolded intermediates along the

folding pathway.240–243

6.2 The model system

We have focused our investigation on mapping out the energy landscape for a small RNA

molecule containing 20 bases, which has been shown to exhibit two hairpin structures in

equilibrium.244 The kinetics of the interconversion between the two structures have been

determined experimentally using real-time NMR spectroscopy.245 Schematic structures

for the two hairpins are shown in Figure 6.1. The more stable hairpin is fold B, having six

Watson-Crick base pairs, while fold A has only four. The loop region in both structures

consists of four bases (also termed tetraloops), GGAA in fold A and UCCG in fold B.

Both tetraloops are abundant among loop-forming sequences in cellular RNA. Among the

256 possible sequences, about 70% of tetraloops in ribosomal RNAs are either UNCG or

GNRA234 (N denotes any nucleotide, R is a purine).

Experimentally, the enthalpy change associated with the B ← A interconversion

is ∆HB←A = −5.9 ± 0.5 kcal/mol, and the entropy change is ∆SB←A = −17.0 ±
1.9 cal/(mol K). At 298 K, the rate constants for the forward and backwards reaction

are kB←A = k1 = 0.131± 0.024 s−1 and kA←B = k−1 = 0.0019± 0.0002 s−1, respectively.245

These values are four to five orders of magnitude smaller than typical rate constants

determined for the folding of small RNA hairpins.246,247

We have employed two sets of parameters within the AMBER force field to study the

landscape of this RNA molecule. The original parameters for nucleic acids are found in

the ff99 set,78 while the second, more recent set of parameters used248 (bsc0) has the phos-

phate backbone torsional parameters modified to overcome irreversible α/γ transitions in

long MD simulations of a DNA duplex that distorts the duplex structure.249 The bsc0 pa-

rameter set has not been studied extensively, but has shown improvements in maintaining

the stability of DNA duplexes in MD simulations using explicit water.248 The improper

dihedral in both the ff99 and bsc0 force fields is defined in a non-symmetric way, giv-
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Figure 6.1: a, Schematic structure of two interconverting RNA hairpins. The loop form-
ing nucleotides are coloured, and nucleotides forming Watson-Crick pairs in the initial
structure are shown in bold; b, Chemical composition of a ribonucleotide (adenosine).

ing different energies when the two amino hydrogen atoms are swapped. By modifying

the form for the improper dihedrals defined in the force field for planar −NH2 groups,

we changed both parameterisations to ensure that permutational isomers have the same

energy.

6.3 Finding an initial path

No high resolution structure is available for either hairpin conformation of this molecule.

The initial endpoints were prepared by hand by Dr Péter Várnai from the University of

Sussex. We first considered short basin-hopping global optimisation runs starting from

these endpoints, using the original ff99 parameterisation, and high temperature MD moves

instead of random Cartesian perturbations (Section 2.5.3). We then selected the minima

with the lowest energies as new endpoints, for both parameterisations. The endpoints

were subsequently refined, as each database of stationary points was expanded.

New minima were added to the database using basin-hopping interpolation (Sec-

tion 2.6.1). Since the interpolation was carried out in Cartesian coordinates, the chance

of converging to a cis-trans isomer in the ribose ring from an interpolated structure is

rather high. Such minima would never be encountered in a biological system, because

the barrier for the cis-trans isomerisation in a ring (inversion of a chiral carbon) is very

high, since covalent bonds would need to be broken and reformed. To reduce the fre-

quency of encountering such minima, we have interpolated between the endpoints so that

the interpolated structure is closer to one of the endpoints. The shortest path from the

unconnected database was determined by Dijkstra’s algorithm,132,133 using both exponen-

rna/figures/rnaschematic.eps
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Figure 6.2: Fastest pathways from initial connections using the ff99 (red line: exponential
weighting, green line: power weighting) and bsc0 parameter sets (blue line). The steady-
state rate constants for the B← A direction, calculated only from stationary points along
the fastest pathway ignoring recrossings, are shown next to each path; n numbers the
stationary points along the path.

tially weighted and power weighted distance metrics in different runs.

Although the difference between the two parameter sets is mainly in the backbone

dihedral terms, the mechanisms identified for the interconversion from the initial pathway

are completely different. Figure 6.2 shows the energy profile for the fastest pathways

ignoring recrossings once an initial connection has been made for the two parameter

sets. Two initial connections were considered for the ff99 parameterisation, starting from

different endpoint geometries, and using different weighting methods for the Dijkstra

algorithm (ed and d5 to test whether the mechanism for the initial pathway depends on

the weighting method chosen (see also Section 2.6.3). Both pathways proceed through

an unfolded state, in which no base pairs are present, and the structure is extended,

suggesting that the initial mechanism is independent of the weighting method used. We

have therefore created the initial connection for the bsc0 parameter set using exponential

weighting only.

rna/figures/initialpathways.eps
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a b c

d

Figure 6.3: Three-dimensional representations of RNA conformers: a, fold A; b, fold B;
c, compact structure; d, unfolded structure.

The initial pathway for the bsc0 parameter set contains compact structures with two

loop regions, in which all base pairings are lost. The loop regions in these intermediate

structures contain the nucleotides forming tetraloops in both folds, although the struc-

tures are distorted in terms of base pairing and stacking. Figure 6.3 shows the schematic

structure of two hairpins used as endpoints, as well as the unfolded and compact inter-

mediates in the initial fastest pathways found using the different parameter sets.

The initial path searches with the bsc0 parameterisation did not sample any unfolded

minima. We have optimised selected unfolded geometries with the new parameter set

and found that they are on average about 20 kcal/mol higher in energy than with the

original parameter set, with respect to the energy of the lowest B minimum. At the

same time, the relative energies between the A and B minima are comparable, as shown

in Figure 6.2. The energy difference between the A fold and unfolded minima is in

rna/figures/intermediates.eps
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the range of 30 kcal/mol for ff99, and around 50 kcal/mol for bsc0. The experimentally

determined unfolding enthalpies are about 55 kcal/mol for hairpin structures similar to

the two endpoints of our model system.244

6.4 Comparing the energy landscapes

Using the new formulation of the graph transformation method (NGT, see Section 2.8.2),

it is possible to calculate the steady-state (kSS) and non-steady-state (kNSS) rate con-

stants, as well as the overall rate constant, k, for the forward and backwards reactions.

If the groups of endpoints contain a single structure each, then k = kNSS. The initial

connections are unlikely to be kinetically relevant, so the calculated rate constants are

orders of magnitude lower than the converged values, obtained after substantially refining

the database.

6.4.1 Potential energy disconnectivity graphs

Figure 6.4 shows two disconnectivity graphs generated for the two parameter sets. The

graph for ff99 (upper panel) has features characteristic of frustration, which may partly be

because of incomplete sampling. The two largest funnels correspond to structures similar

to the endpoints, while the other funnels contain conformations in which the backbone

is folded and the bases interact with the backbone phosphates via hydrogen bonding

(‘collapsed fold 1’).

To increase the sampling of low-energy, but not necessarily kinetically relevant con-

formations, we have attempted to connect the fold A conformation with a compact

‘pseudo-knot’ (PK) structure containing eight base pairs, using the original force field.

Pseudo-knot motifs are important structural elements in biological RNA.250 In the present

‘pseudo-knot’, four base pairs are the same as in the A structure, while the other four

are formed between the bases of the loop region of A with nucleotides from the tail, as in

the B fold. Although intermediate in its base pairing properties, the backbone conforma-

tion differs significantly from both endpoints. We have located a funnel separated by a

large barrier from the rest of the landscape that contains compact structures (‘collapsed

fold 2’) even lower in energy than fold B, which is expected to be the global minimum.

Interestingly, these structures contain seven bases arranged in a right-handed helix, with

each base forming hydrogen bonds with two other bases. Four of the bases involved are

guanines. Figure 6.5a shows the unusual helical pattern of covalent and hydrogen bonds

in the lowest energy structure. To the best of our knowledge, such structures have not

been characterised experimentally, and are probably unrealistically low in energy. The
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Figure 6.4: Potential energy (kcal/mol) disconnectivity graphs created for the ff99 (a)
and bsc0 (b) parameter sets, respectively. Nodes corresponding to minima containing
native base pairing are coloured (green: A fold, blue: B fold).
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a b

Figure 6.5: a, Low-energy compact conformation found with the ff99 force field, exhibiting
an inner helical motif, with the bonds shown in bold. The hydrogen bonds necessary to
complete the helix are coloured red, and only the bases contributing to the helical pattern
are shown; b, pseudo-knot structure. Only the bases and the trace of the backbone is
shown for clarity.

energies of the ‘pseudo-knot’ structures (PK) are comparable to those of the unfolded

conformations (UF) for the ff99 force field. In addition, the lowest energy minimum on

the landscape is not fold B itself, but a structure that has five correct base pairs, where

C20 forms hydrogen bonds with C4 instead of G5.

Altogether, the existence of extended and collapsed minima that are probably unreal-

istically low in energy leads us to suspect that the ff99 parameterisation does not describe

the energy landscape of the 20-base RNA adequately. The stability of the ‘collapsed fold

1’ structures has been confirmed by MD simulations using both the Generalized Born

solvation model and implicit water, with the original parameterisation. The temperature

was set to 300 K, and the simulation length was 30 ns and 10 ns for the implicit and

explicit water models, respectively.251

The potential energy disconnectivity graph calculated with the bsc0 parameterisation

(lower panel of Figure 6.4) also contains competing side funnels, but most of these corre-

spond to structures that are different from the conformations sampled with the original

force field. The two deepest funnels lead to the two endpoints, and the global energy

rna/figures/otherstructures.eps
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minimum corresponds to a correctly folded structure (B). We did not find any minima

competing in energy with the B fold, in contrast to the results for the original parameter-

isation. The rest of the landscape supports different stable structures and corresponding

side funnels, in which certain base pairings are retained from the A fold. All low-energy

minima are compact in this region of the disconnectivity graph.

Although we did not sample the collapsed and pseudo-knot structures explicitly for

the new parameterisation, we have reoptimised such conformations and considered short

global optimisation runs for them to explore the configuration space surrounding these

minima. For the ‘collapsed fold 2’ structure, which is close in energy to the B fold in

the original parameterisation, the lowest minima located that contain the same helical

hydrogen-bonded pattern have energies similar to those of fold A. Conformations similar

to ‘collapsed fold 1’ are higher in energy by around 10 kcal/mol than for the A fold, while

the pseudo-knot has a similar energy with both parameterisations.

6.4.2 Free energy disconnectivity graphs

To simplify the visualisation of the landscape, we can assign structures that interconvert

via low barriers to the same set, assuming that the time scale on which they interconvert

is much shorter than rearrangements to different sets. Such sets of minima are assumed

to be in local equilibrium. By creating free energy disconnectivity graphs, we can assess

the effect of entropic contributions on the landscape. We have used a recursive free energy

regrouping scheme155 to lump together minima that have free energy barriers less than 3

kcal/mol between them. The free energies for each potential energy minimum and transi-

tion state were calculated using the harmonic superposition approximation (Section 2.7.1).

As for the potential energy disconnectivity graphs shown in Figure 6.4, the free energy

disconnectivity graphs are also topologically different from each other (Figure 6.6). We

find that for the original parameterisation, the free energies for the fold A, fold B, ‘col-

lapsed fold 2’ and unfolded structures are very close to each other. Funnels corresponding

to the different conformational motifs are frustrated, having relatively high free energies

for interconversion between members of the same set with low free energies. Unfolded

conformations have low free energies because their entropy is higher than those of the

hairpins. Since the potential energy of such structures is probably underestimated by

around 20 kcal/mol with the ff99 force field, the entropy contribution at 298 K is enough

to lower their free energies to a value between those of the two hairpins. Experimental

values for the free energy associated with unfolding are in the range of 5− 8 kcal/mol,244

showing that the unfolding of hairpins is thermodynamically unfavourable at 298 K. This
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Figure 6.6: Free energy (kcal/mol) disconnectivity graphs at 298 K for the ff99 (a) and bsc0
(b) parameter sets, respectively. Nodes corresponding to free energy groups containing
native base pairing are coloured (green: A fold, blue: B fold).
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is not the case for the model system with the original parameterisation.

In contrast to results for the ff99 force field, the free energy landscape for the bsc0

parameterisation exhibits three well-defined funnels corresponding to fold A, fold B and

the compact structures, respectively (lower panel of Figure 6.6). Overall, the landscape

is less frustrated than the one with the original parameterisation, although we stress that

the sampling is not complete in this case either.

6.4.3 Thermodynamics of interconversion

For both parameterisations, a large number of minima were sampled that contain native

base pair stacking in the hairpin structures. By estimating the relative population of

these states with respect to the lowest energy hairpin structure, it is possible to calculate

an average energy for each group at a given temperature. We have used Equation 2.68

to calculate the free energies for each minimum. Each minimum has its own weight

corresponding to its partition function

Zi = e−βFi . (6.1)

Using the expression for the equilibrium occupational probability peq
i (T ) (Equation 2.63),

the average energy for one set of minima is

Ū =
∑

i

peq
i (T )Ui. (6.2)

The difference between the average energies of the two folds can be interpreted as a free

energy, if we assume that under equilibrium conditions only these states are populated:

∆GB←A = ŪB − ŪA. (6.3)

With the two force fields, the average free energies associated with the interconver-

sion between two correctly formed hairpins was determined as −6.2 kcal/mol (ff99)

and −5.8 kcal/mol (bsc0), respectively. The experimentally determined quantity is

∆GB←A = −0.9 kcal/mol at 298 K,245 suggesting that the entropic contributions as-

sociated with the process are underestimated by the approximations we have employed.
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6.5 Extracting kinetic information from the PES

6.5.1 Mechanisms for interconversion

In order to gain insight into likely mechanisms that occur during the interconversion

between the two hairpin conformations, we have investigated the pathways with the largest

contribution to the overall steady-state rate constant ignoring recrossings. Although after

extensive sampling the barriers and number of stationary points along the fastest pathways

was significantly reduced for both parameterisations, the mechanisms did not change

qualitatively.

Figure 6.7 shows the energy profile of the fastest pathways with the two parameteri-

sations. With the ff99 parameter set, the pathway contains only 73 steps, and has lower

overall barriers than the fastest pathway found with the bsc0 force field. The high energy

region of the ff99 pathway contains unfolded conformations. Fold B is formed through col-

lapsed intermediates that are low in energy, due to hydrogen bonding between phosphate

oxygens and hydrogen atoms in bases.

For the bsc0 parameterisation, the fastest pathway can be divided into three regions.

Two of the original four base pairs are retained for one third of the pathway, during

which the 5′ end of the molecule starts to fold back. A compact intermediate bound by

non-Watson-Crick hydrogen bonds between bases is formed during the second part of the

pathway. The third step is the release of the 3′ end, after which the six base pairs of fold

B form in a ‘zipping’ fashion, starting with the bases close to the loop. The pathway is

more than twice as long as the one with the ff99 force field, due to a large number of

localised transitions, involving a relatively small number of atoms (e.g. rotation of O-H

bonds).

6.5.2 Calculating rate constants

Both energy profiles along the fastest pathways indicate the presence of kinetic traps

(collapsed structures for ff99, stable compact structures for bsc0), suggesting that the

interconversion between the two hairpins does not have purely two-state kinetics for the

potentials investigated here. This observation is reinforced by the multi-funnel character

of the potential energy and free energy disconnectivity graphs.

Using the groups of minima with the lowest free energies corresponding to fold A and

fold B as endpoints, the calculated overall rate constants for the forward and backward

reactions at 298 K are: k1 = 1.4 · 10−3 s−1 and k−1 = 1.3 · 10−5 s−1 with the ff99 force

field. As expected, detailed balance is not obeyed when putting all intervening minima in

the steady-state, in contradiction with experimental results suggesting a pure first-order
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Figure 6.7: Stationary points along the fastest pathways after extensive sampling. Red
line: ff99, blue line: bsc0 parameter set. The steady-state rate constants for the B ← A
direction, calculated only from stationary points along the fastest pathway ignoring re-
crossings, are shown next to each path. The sections of both pathways containing topo-
logically different structures are indicated.

refolding mechanism.245 The seemingly good quantitative agreement with experimental

rate constants (within two orders of magnitude) is due to the relatively low overall barriers

leading to the unfolded state.

Using the bsc0 parameter set, the overall rate constants are unphysically small, even

when using free energy regrouping as above: k1 = 8.9 · 10−19 s−1 and k−1 = 5.2 · 10−20 s−1.

The only way to get physically meaningful rate constants for this model system is to

increase sampling of stationary points contributing to the lowest energy pathways. How-

ever, due to the ruggedness of the landscape of nucleic acids in general,242,247, 252–256 it is

difficult to achieve convergence, especially if the rate determining pathways go through

compact structures. For the ff99 parameterisation, the intermediate (unfolded) states can

be sampled relatively easily. The potential is flat in that region, because the number of

intramolecular contacts is reduced with respect to compact conformations.

rna/figures/rnafastest.eps
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6.6 Summary

We have illustrated in this chapter various pitfalls that are encountered when studying

pathways on rough landscapes. We have applied the tools discussed in earlier chapters to

map out relevant regions of the energy landscapes for two atomistic models of a bistable

RNA hairpin.

By locating potential energy minima that are unphysically low in energy, using the ff99

force field, we have shown that this parameterisation has some serious deficiencies. The

potential underestimates the energies for unfolded structures, and hence the overall barrier

for unfolding. Since this parameterisation is often used for folding/unfolding simulations

of small hairpins,252 it is likely that any agreement with experimental data associated with

folding is due to a cancellation of errors. The behaviour of the ff99 force field might cause

an overestimation of folding rates, while the limited sampling during MD simulations

always underestimates the same quantity. The reaction rates determined in the present

work from the free energy landscape in this case might agree with the experimental rates

for the same reason.

Likely mechanisms of interconversion between the two hairpins were different for the

two force fields investigated. The fastest pathway goes through an unfolded state for the

ff99 force field, and through a compact state for the bsc0 parameterisation. Experimental

results suggest the presence of a compact intermediate state for this molecule, which is

only found with the bsc0 parameter set.

Our results show that when interpreting kinetic and mechanistic data for model sys-

tems, one needs to be always critical about the calculated rates and proposed mechanisms,

if the overall energy landscape exhibits unphysical features. We did not locate any min-

ima that are unrealistically low in energy for the bsc0 parameter set, therefore we expect

that this force field is more appropriate for studying the thermodynamics and dynamics

of model RNA hairpins.

A possible way to improve sampling of relevant stationary points is to interpolate

between distant structures using internal coordinates, and put such endpoints into the

best conformational alignment. We are currently considering the implementation of these

options.



Chapter 7

Energy landscapes of ligand docking

In this chapter we propose a global optimisation based method for predicting

free energy changes upon small molecules binding to a protein. The flexibility

of the binding pockets in our model makes it possible to explore conformations

that are unaccounted for with rigid docking methods. We are able to correctly

predict the geometry of binding for a test system.

7.1 Introduction

The structure and function of many biological macromolecules is affected by small

molecules binding to them in a specific, noncovalent fashion.257 Proteins have evolved

to have binding sites into which only certain molecules will fit. Small molecule attach-

ment is crucial in regulating enzyme activity or cell signalling pathways.258 Since the

formation of ligand-receptor complexes is spontaneous under physiological conditions,

such systems are good examples of biological self-assembly. Even small changes in the

chemical composition of the ligand can alter its binding affinity significantly. Structural

information about complexes at the atomic level provides us with detailed description of

the intermolecular interactions that arise.

The original model explaining the activity of the enzymes was the ‘lock-key’ model,

devised by Emil Fischer.259 In his representation, both the enzyme and the ligand were

rigid entities with complementary shapes. A more realistic model of ligand binding is the

induced fit representation,260 in which the binding site of the receptor changes shape to

accommodate the ligand.

Drugs are small molecules with some pharmaceutical effect on treating specific dis-

eases. Most drugs work by outcompeting the usual ligands binding to a target receptor

or binding to another site which results in a conformational change, therefore they di-

122
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rectly interfere with the function of the receptor. In certain diseases, such as cancer and

diabetes, cell signalling pathways mediated by protein kinases do not function properly.

Kinases are therefore an important target for the design of drugs inhibiting function.

The field of drug discovery is enormous, and challenging at the same time. All such

research is focused on finding molecules that preferentially dock into specific sites of

target receptors. A challenging task for drug discovery is to predict the binding affinity

of molecules from libraries containing several hundred thousand, or possibly millions of

structures. Computational tools are routinely used nowadays to prescreen the docking

affinities and predict the free energies of binding, together with likely docked geometries

for a large number of structures,261–263 from which only a fraction is usually synthesized

and tested experimentally. Clearly, the quality of the predictions directly affects the

success of the drug discovery process.

The binding of small molecules is usually entropically disfavoured, because transla-

tional and rotational degrees of freedom of the ligand are lost upon association, together

with conformational flexibility. However, ligand-receptor complexes are certainly not

rigid, and multiple configurations might contribute to the overall binding. The binding

free energy is usually defined by the sum of multiple free energy changes:264

∆Gbind = ∆Ghyd + ∆Gconf + ∆Gint + ∆Gmotion, (7.1)

where ∆Ghyd is the hydration free energy, ∆Gconf represents the free energy change due

to conformational rearrangements in both the receptor and the ligand, ∆Gint is the free

energy change due to noncovalent interactions between the receptor and binding pocket,

and ∆Gmotion accounts for the change in internal motions of both the receptor and the

ligand.

To predict the docked structure and free energy change, it is necessary to explore the

configuration space of the ligand while in the pocket, and also the local configuration space

of both the protein and the unbound ligand. The most sophisticated docking algorithms

currently employ conformational searches to generate an ensemble of ligand conformers

that are being docked into the pocket,261,263 but generally treat the active site of the recep-

tor as rigid. Binding free energies are estimated using very simple coarse-grained scoring

functions accounting for specific interactions. Such functions are unphysical and discon-

tinuous, and are parameterised based on empirical structural information from binding

modes confirmed by experiment. The screening then becomes a global optimisation task,

in which the ensemble of structures with the lowest estimated free energy of binding has

to be found.

The use of scoring functions is generally helpful for the screening of likely docking
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affinities from vast compound libraries. Ligands are usually sorted according to their

predicted binding free energies. However, the genetic algorithms involved in automated

docking procedures make the scoring less deterministic, and the parameters for scoring

functions are adjusted on-the-fly, as the search evolves. Once a relatively small subset of

ligands has been selected, it is desirable to rescore them using more realistic potentials.

7.2 The method

Several computational methods exist that predict binding free energies of ligands for

macromolecules.261–267 A widely adapted approach for more accurate prediction of bind-

ing affinities is to use molecular mechanics force fields with implicit solvation models com-

bined with molecular surface area calculations. Popular methods are MM/PBSA83,268, 269

and MM/GBSA,83,268–273 named according to the Poisson-Boltzmann or Generalized Born

solvent models employed (Section 2.3.1). In these approaches, the free energy of bind-

ing is calculated from the solvation free energies of the ligand, receptor and complex,

respectively:

∆Gwater
binding = ∆Gwater

complex − (∆Gwater
ligand + ∆Gwater

receptor), (7.2)

where

∆Gwater = Utotal + ∆Gsolv − TS. (7.3)

The expressions for Utotal and ∆Gsolv are found in Equations 2.28 and 2.29, respectively.

Data about solvation free energies are collected during short MD simulations. These

approaches take into account the change in vibrational entropy during complexation by

evaluating vibrational partition functions of the molecules in vacuo. The entropy term

takes into account the usual rotational and translational partition functions, and the vibra-

tional partition functions are calculated without any solvent model. Clearly, a stationary

point using a solvent model is unlikely to be a stationary point without it, therefore a

vibrational analysis in vacuo does not meaningfully reflect the vibrational states for a

given solvated geometry.

Our proposed model involves building databases of minima for the ligand, receptor

and complex, respectively, using basin-hopping global optimisation (Section 2.5.3). In

order to efficiently explore the relevant conformational space, different strategies need to

be used for the three states of the system. For the ligand, high temperature MD step-

taking moves are employed between quenches. The starting geometry of the receptor

is taken from high resolution structures, and relaxed to the nearest potential energy

minimum. High temperature MD steps are employed to perturb the structure during



7.3 Predicting binding modes 125

global optimisation, but harmonic restraints are used to ensure that the structure does

not deviate significantly from the starting point. During quenches, these restraints are

removed. In this way the receptor molecule explores a limited set of its conformational

space, around the original structure.

For the complex, we explore the configuration space of the ligand in the binding pocket

using high temperature MD moves in conjunction with rigid-body rotations of the ligand

by random amounts. During the MD step, the atoms of the receptor are restrained in the

same way as for the global optimisation of the receptor itself, and during the quench every

restraint is removed. Random rotations of the ligand can cause steric clashes between

atoms of the binding pocket and the ligand. During energy minimisation, these clashes

are allowed to relax in an unconstrained way, so the binding pocket retains its natural

flexibility in accommodating the ligand.

The three sets of databases of minima can be expanded independently, and in a parallel

fashion. Vibrational analysis is then performed on all minima in order to calculate the

vibrational partition functions and free energies. The free energy of binding has the

following form:

∆Gbinding = Ūcomplex − (Ūligand + Ūreceptor), (7.4)

where the average energies Ū are calculated using the equilibrium occupation probabilities

of each minimum at a given temperature (Equation 6.2).

7.3 Predicting binding modes

Although multiple conformations and binding modes may contribute to the overall binding

free energy of a complex, X-ray crystal structures usually contain ligands in well-defined

positions, suggesting that certain binding modes are clearly preferred in such complexes.

To check whether our global optimisation based approach can recover the binding modes

seen in crystallographic structures, we have tested our methods on the catalytic domain

of human phosphodiesterase 4D (PDE4D) complexed with a small ligand.274

Starting from the crystal structure of PDE4D complexed with the ligand 3,5-dimethyl-

1H-pyrazole-4-carboxylic acid ethyl ester (Protein Data Bank ID 1Y2B), we have em-

ployed global optimisation using the step-taking methods described above. Experimental

data for the activity of this ligand suggests that the free energy released upon binding is

smaller than 5 kcal/mol.274 We have used the AMBER ff03 force field to generate the

parameters. The Generalized AMBER Force Field (GAFF) was used to parameterise the

ligand. The charges on the ligand atoms were calculated with the RESP model.275 18

crystallographic water molecules were retained in the surroundings of the binding pocket.
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Figure 7.1: a, Active site of the PDE4D enzyme, with the test ligand complexed. Only
amino acids surrounding the active site are shown. The experimental structure is coloured
in black, and the lowest energy structure found by global optimisation is overlaid by
aligning the sidechains of the pocket; b, Molecular surface representation of the binding
pocket in the lowest energy complex identified, showing the docked geometry of the ligand.
The molecular (solvent accessible) surface calculation was carried out with the MSMS
program,277 using a probe radius of 1.5 Å.

Missing hydrogen atoms were added, and the structure was minimised to remove any

steric clashes. In each step, high temperature MD was used to perturb the structure of

the ligand and the protein, using harmonic constraints for the coordinates of the protein

atoms, and no constraints on the ligand itself. After each MD step, the ligand was rotated

around a random axis by a random angle, and the structure was subsequently quenched

to the nearest local minimum. The structure of the complex contains 5313 atoms, so an

exhaustive search was not possible. However, our initial results suggest that the binding

modes in the crystal structure can be reproduced with this force field. For future compar-

ison with ongoing MM/GBSA calculations on similar ligands,276 we have used the original

Generalized Born model (igb=1) as the implicit solvent model for this system.

Using no cutoffs in the potential we found 385 minima with different geometries, and

closely examined the structures of the lowest 50 of them. Out of these minima, only six

structures lack the hydrogen bond between the carboxylate oxygen and the hydrogen of
285GLN, and the maximum deviation of the plane defined by the pyrazole ring is 30◦ from

the experimental structure in all of the lowest energy minima. Furthermore, the lowest

energy complex has an RMS deviation from the experimental structure of 0.61 Å (value

calculated for the ligand, with the amino acids of the binding pocket aligned). Figure 7.1

docking/figures/docking1.eps
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a b

Figure 7.2: a, Low-energy structure in which the hydrogen bond between the carboxylate
oxygen of the ligand and the hydrogen of 285GLN is conserved, but the ligand is ‘flipped’;
b, Structure in which the hydrogen bond is not conserved, and the shape of the binding
pocket is disrupted considerably.

shows the active site of the PDE4D enzyme with the ligand complexed.

These preliminary results suggest that correctly aligned conformations are likely to

be predominant among the ensemble of minima. The anisotropy of the binding pocket

forces the planar ligand to align with it accordingly, thus restricting the configuration

space of the ligand in the pocket. Since the pocket is surrounded by mostly nonpolar

sidechains, the hydrophobic interactions with the ligand are very important in stabilizing

the complex.

We find that starting the minimisation from structures that contain the ligand ro-

tated with respect to its best alignment in the pocket often results in correctly aligned

conformations, while the sidechains undergo significant movement during the minimi-

sation. Figure 7.2 shows non-native arrangements of the ligand in the binding pocket,

having low overall energies, showing the change in shape of the pocket to accommodate

these structures.

The conformational space of the test ligand is very small. Strictly speaking, only three

conformers of the ethyl group exist, if we do not take into account the rotation of methyl

groups. However, due to steric clashes introduced by rotating this anisotropic ligand in an

anisotropic pocket, we have managed to sample a few cis-trans isomers of the ester group

as well, together with the three possible conformations of the ethyl group. The ligand

in the pocket exists predominantly in the trans conformation (angle of rotation around

docking/figures/docking2.eps
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the −OEt group), which is also the preferred orientation for the solvated ligand. For this

particular ligand, the de facto cis-trans isomerisation can be achieved by deprotonating

one nitrogen and reprotonating the other in the pyrazole ring, therefore the existence

of these isomers is perfectly feasible under physiological conditions. However, in future

applications, cis-trans isomers have to be discarded for less symmetric ligands.

7.4 Free energy calculations

Due to the large size of the PDE4 test system, calculating the harmonic vibrational den-

sities of states is computationally a very demanding task (Hessian matrix calculation and

diagonalisation scales as N3). Such computations are ongoing, together with more sam-

pling of the configuration space. To test the effect of including the vibrational contribution

in the estimate of the free energy change upon docking, we have used a much smaller test

system, the cholera toxin B pentamer with a bivalent nitrophenol-galactoside molecule

(BV1) as a ligand.278 Since the crystallographic structure of the complexed pentamer

contains only fragments of the strongly bound parts of the ligand, we have used these for

our test. The ligand molecule employed was therefore m-carbamoyl-m′-nitrophenyl-α-D-

galactopyranoside (AM-MNPG). Only a monomer with a single active site was used as

the reference structure from the crystal structure of the pentamer.

In contrast to the previous test system, where the active site was deeply buried, the

cholera toxin pentamer has its active site close to the surface of the protein. The AM-

MNPG ligand is more flexible than the previous example, having three rotatable bonds

and a cyclohexane-type ring. Crystal structures of two AM-MNPG derivatives complexed

with the cholera toxin B pentamer (PDB codes 1RCV278 and 1LLR279) reveal a highly

conserved binding motif, in which the sugar ring is buried in the pocket and stabilised by

four hydrogen bonds. Since both the amino acid sidechains in the binding site and the

ligand are highly polar, a large enthalpy change upon association is expected.

We have sampled 966 different minima for the complex, together with 142 ligand

conformers and 237 protein configurations in the vicinity of the crystal structure, using

the igb=2 Generalized Born solvent model. To assess how close the ligand binding modes

are to the crystal structure in each minimum, we have defined an arbitrary distance metric

based on the sum of nine interatomic distances between heavy atoms of the ligand and

neighbouring sidechains (Figure 7.3a). We have located 11 minima that are essentially in

the same binding mode as the crystal structures, 10 of which are within 12 kcal/mol of the

lowest energy minimum, while the energy range for the minima sampled was 40 kcal/mol.

However, most of the low-energy minima contain significantly different binding modes.
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Figure 7.3: a, Active site of the cholera toxin B pentamer, with the BV1 ligand complexed.
Only the AM-MNPG part of the complex is displayed, since there is no reliable data for
the arrangement of the long chain attached to the amide group. Some parts of adjacent
monomers are also displayed; b, Structure of the lowest energy minimum located for
the monomer complexed with AM-MNPG. Large structural changes in the protein are
observed, probably due to the removal of the adjacent monomers. Hydrogen atoms are
not displayed for clarity.

This is likely caused by the relaxation of the protein away from the crystal structure. In

experimental structures, the protein is in a pentameric form, as in HK97 viral capsids

(Chapters 4 and 5). The interactions between adjacent monomers help to stabilise the

overall structure, and these interactions do not exist for a single monomer solvated in

implicit water.

Relaxation of the overall protein tertiary structure causes significant changes in the

shape of the binding pocket, possibly affecting the relative stability of the native contacts.

Qualitatively, the docked conformation of the ligand in the lowest energy geometry we

have located (Figure 7.3b) is similar to the native arrangement, with the sugar ring inside

the pocket and the phenyl group pointing outside.

Figure 7.4 shows the energy distribution of minima for the complex and the protein,

respectively. When considering the population of these minima based on the harmonic

densities of states, the overall relative free energy distribution becomes narrower. We

suspect that this is a generic trend for such systems, because low-energy minima are likely

to be strongly bound, with lower vibrational entropies, and hence higher free energies. On

the other hand, minima that are higher in energy are more flexible, with larger vibrational

entropy contributions.

docking/figures/docking3.eps
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Figure 7.4: Relative energy (red) and free energy (blue) distributions of the minima
sampled for the complex (a) and protein (b), respectively, using our test system of a
cholera toxin monomer with AM-MNPG as ligand.

We have determined the overall binding free energy at 298 K as −19.6 kcal/mol, ac-

cording to Equation 7.3. Other entropy contributions are not taken into account here,

such as the loss of rotational degrees of freedom and the displacement of bound water

molecules from the pocket. These contributions alter the absolute value for the free en-

ergy. However, when performing docking studies, it is the relative value of different ligand

binding free energies that is useful for predicting their relative affinities. Entropy losses

due to rotation or displacement of water molecules are generally assumed to cancel out

when different ligand binding free energies are compared.264 MM/PBSA-based meth-

ods routinely employ rescaling of free energies to match overall trends with experimental

results.274

The structure having the lowest free energy at 298 K has a similar overall orientation

of the ligand as the lowest energy structure, except that the phenyl ring is rotated by

180◦. Other minima having low free energies involve complexes in which the orientation

of the ligand is inverted with respect to the native structure, with the sugar ring pointing

out from the pocket. There are also minima with low free energies that have the ligand

positioned in a similar fashion, with its centre of mass shifted towards the surface of the

protein. Having a larger ring not buried in the pocket gives more flexibility to part of the

ligand, hence its low free energy.

We illustrate the flexibility of the binding pocket in Figure 7.5, by calculating the

solvent excluded surface of the pocket in two different low-energy configurations of the

ligand. Clearly, the pocket cannot be regarded as a rigid entity. It is possible that

the pocket is not so flexible in the pentamer itself, and this effect could influence the
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a b

Figure 7.5: a, Solvent accessible surface of the cholera toxin B monomer with the AM-
MNPG ligand complexed in two very different orientations: a, Lowest-energy configura-
tion; b, structure that is 4 kcal/mol higher in energy, but −2.1 kcal/mol lower in free
energy at 298 K. The shape of the pocket changes to accommodate the ligand according
to its orientation. Hydrogen atoms of the ligand are not displayed for clarity.

preferential binding significantly. Another reason why the larger sugar group is inside the

pocket in experimental systems is perhaps that this ligand usually contains other flexible

chains attached to the phenyl group, so it is the phenyl group that has to point out from

the active site to give way for the chains.

7.5 Summary and outlook

Our method of calculating binding free energies has proved capable of exploring the con-

formational space of ligand-receptor complexes, irrespective of whether the active site is

deeply buried in the molecule or not. Even with some very limited sampling of relevant

minima, we could predict likely binding modes for a rigid and more flexible ligand as

well. We have shown that our procedure of perturbing the coordinates of the ligand by

random rotation is adequate for efficiently exploring basins that are relatively distant in

configuration space. However, the method has limitations and some improvement is also

needed to treat larger systems more effectively.

A clear limitation is that the method is computationally intensive, especially the vi-

brational analysis. We did not employ any cutoffs in the computation of normal modes

because the vibrational spectrum for systems with continuous cutoffs has not been com-

pared yet with the one using no cutoffs. Second derivatives of the potential energy function
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are not continuous at the cutoff; only the energy and first derivative go to zero smoothly

for the cutoff method described in Section 2.3.2.

As the anisotropy of the molecule increases, it is more likely that rigid-body rota-

tions cause steric clashes from which the structure relaxes to an unphysical minimum

(for example fused rings or inverted chiral centres). Discarding such steps slows down

the exploration of configuration space, and it is desirable to avoid such moves. Taking

rotational steps in which the anisotropy of both the ligand and the pocket is taken into

account is a conceptually simple option, which should be explored further. One possibil-

ity is to coarse-grain the ligand and parts of the pocket with several ellipsoids and forbid

moves that cause overlap between the ellipsoids of the ligand and those of the receptor.

Overlap could readily be diagnosed using the elliptic contact function (Section 2.2.2), in

the same way as we have employed it to take non-overlapping MC moves for clusters of

the GB and PY potentials (Chapters 3 and 5).



Chapter 8

Conclusions

Understanding the relationship between the shape and interaction anisotropies of meso-

scopic building blocks on the self-assembling character of the energy landscape is the

main focus of this thesis. The main findings are summarized at the end of each chapter.

Here I review the most important conclusions emerging from the study of self-assembling

systems.

We have shown in Chapters 3 and 5 that helical assemblies can be designed using

simple anisotropic bodies. For helicity to emerge, either the particle shape or two-body

interactions need to depend upon the relative orientation of the building blocks. We have

found helical global minima for two models involving ellipsoids as central bodies.

The self-assembling characteristics of the model systems we have investigated are en-

hanced by the levelling effect of long-range interactions on the energy landscape.172 De-

pending on cluster size, we have characterised landscapes supporting helical self-assembly

driven by enthalpy, and another scenario likely driven by both enthalpic and entropic ef-

fects. We have identified symmetry breaking as the underlying reason for shifted stacked

configurations of the dimers, which eventually leads to helical order in larger clusters of

ellipsoidal bodies.

Implicit hydrophilic-hydrophobic repulsion that drives the assembly of amphiphilic

systems was found to play a significant role in enhancing self-assembling properties of

model pyramids into icosahedral shells. Coarse-graining the shape of virus capsid pen-

tamers and hexamers by ellipsoids, and accounting for the amphiphilic interactions, we

were able to devise a simple model supporting spontaneous assembly of different types of

curved surfaces abundant in nature, including closed shells, conical assemblies and tubu-

lar structures. The preference for assembly into different morphologies can be explained

by minor changes in the shape and interaction anisotropies between the building blocks.

Using simple geometrical considerations we designed binary systems supporting assembly
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into double-shell icosahedral structures, and more complex morphologies such as head-tail

assemblies.

We have also demonstrated that one needs to be critical when comparing thermody-

namic and kinetic information with experimental results, mostly due to deficiencies in

model potentials. For our model RNA system, we find that a parameterisation, which

has been shown to overcome the deficiencies of a widely used AMBER parameter set for

nucleic acids, gives mechanisms broadly in line with predictions from experiment, for the

interconversion of two hairpins. The original parameterisation supports minima that are

probably unphysically low in energy.

The anisotropic shape of ligand binding pockets in receptors plays a very important

role in choosing molecules efficiently binding to it, this being the basis of docking simu-

lations. We have shown in Chapter 7 that the ligand can change the shape of the pocket

significantly, and these possibilities need to be taken into account when evaluating bind-

ing affinities. We have therefore proposed a global optimisation based method to predict

ligand binding modes and calculate free energies of binding for ligand-receptor systems.

Our initial results using this approach are promising.

8.1 Future work

The models and methods presented in this thesis open up many possibilities that are

worthwhile investigating further. For example, it would be interesting to study the effect

of nucleic acid chains upon capsid assembly. Our coarse-grained three-body capsid model

could be readily combined with model polymer chains, as a first step to model genome

packaging within shells of different shape.

For the dynamics of capsid formation in bulk, using our coarse-grained model would

further enhance our understanding of self-assembly of shells. We plan to investigate the

effect of seeding the system with small parts of conical capsids, in order to see whether

assembly into structures analogous to HIV CA cones might occur.

An obvious direction we plan to pursue is coarse-graining large capsid proteins in

greater detail, using perhaps multiple, rigidly connected ellipsoids to represent parts of

the pentameric and hexameric building blocks. The interactions between the proposed

building blocks could be parameterised using effective interactions fitted to atomistic

models.

In order to calculate densities of states for our virus capsid models, and to be able

to compare frequencies with experiment, covariant second derivatives need to be used.

Coding these derivatives for the potentials in question is another future priority.
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We also plan to explore systematically the configuration space for a series of ligands

docked into binding pockets of a receptor, and further develop the global optimisation-

based docking algorithm.

Altogether, it is hoped that the results presented in this work will contribute to the

better understanding of the role of anisotropy in self-assembling processes.
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